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1. INTRODUCTION 

1.1 Background 
The purpose of this study is to assess the feasibility of using IP to support the next 
generation of collaborative ATS applications, in the 2020+ timeframe. In order to achieve 
this goal, the study must identify appropriate mobility and security frameworks. 

1.2 Scope 
This document comprises the combined deliverables for WP3 and WP4 of the Study into 
IP in the Future Infrastructure for Air/Ground Communication Applications. As such it 
provides the study team’s analysis and assessment of the candidate mobility and 
security scenarios in the context of the overall system. 

1.3 Purpose of Document 
This document provides the study team’s conclusions as to the suitability of the studied 
scenarios. 

1.4 Relationship to ICAO Study 
ICAO ACP/WGN has already published a study [13] into the feasibility of using IP 
communications in the Air/Ground environment. This study considered a number of 
possible technologies for supporting Air/Ground Mobile communications, and addressed 
the feasibility of each candidate approach against a number of Technical and 
Implementation Characteristics. These characteristics were not identified to select a 
particular approach but rather to determine if Internet Protocol Suite (IPS) mobility is a 
feasible approach for supporting the needs of the aviation community. 

The Eurocontrol study is intended to build on the ICAO study and does not attempt to 
duplicate the ICAO work. Instead this study has selected the most promising candidate 
approaches and assessed them in the operational context of 2020+, while taking into 
account security and safety requirements. 

Figure 1-1 illustrates the relationship between the ICAO Candidate Solutions and those 
selected as feasible for the Eurocontrol study. The candidate solutions identified as 
feasible have a tick mark against them, while the infeasible solutions are crossed out. 

In the area of Mobile Networking solutions, Mobile IPv6 was selected for further 
assessment, with the NEMO and MONAMI variations taken into account. The ICAO 
study concluded that “IETF approaches to mobility Mobile IPv6 and NEMO appear to 
hold promise for the long term. However, it should be clear that the extensions to MIPv6 
and NEMO are still evolving.” 

In the area of Routing Protocol solutions, an OSPF approach was selected for further 
study. This approach was selected because it appears to offer fast route convergence 
and there is considerable support and experience behind the use of OSPF. 

Application Mobility was also selected as this approach appears to have few 
dependencies on the underlying communications services and provides for an efficient 
mobility solution. However, the team intended to study a peer-to-peer variant of 
Application Mobility rather than the “ACARS like” variant studied by ICAO. 

During the course of the study, changes to the selected mobility scenarios emerged. 
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Early on in the study, the team identified the need to consider a “Link Layer” or 
Micromobility solution based on the 3GPP standards. These standards dominate the 
mobile telephony area and had to be taken into account in any comprehensive study. 

ICAO Candidate Solutions

l Mobile Networking
l MIPv6
l NEMO

l Routing Protocols Solutions
l BGP
l IDRP
l OSPF

l Transport Layer Solutions
l SCTP

l Application Mobility
l IM – XMPP, SIP
l ATN Application Mobility 

(ACARS like model)

Eurocontrol Study

ü

X
X

ü

ü

ü

ü
ü

Mobile IPv6 (use of
NEMO considered)

Routing using OSPF
only, or OSPF + BGP

Application Mobility
(Peer to Peer)

 
Figure 1-1 Relationship between Eurocontrol and ICAO Studies 

Concerns were also raised in the study team as regards the Application Mobility 
scenario. This was viewed as being too limited to one class of communications, albeit 
those applications specific to ATS/AOC. A more generic approach was desired. 
Consideration of the security requirements also led to the identification of the need for 
end-to-end IPsec tunnels in order to protect against the various threats that had been 
identified. From this emerged a new approach based on a single Communications 
Management Application that managed the IPsec tunnels and moved them whenever the 
aircraft moved between different Air/Ground networks. This resulted in a generic 
Application Controlled Mobility scenario, which replaced the original scenario. 

In order to keep alignment with the ICAO study, the two new mobility scenarios have 
been analysed using the ICAO assessment criteria. The selected scenarios have then 
been subject to further assessment in the context of how they are used and how they are 
affected by identified security threats and, in particular, Denial of Service (DoS) attacks. 
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2. MANAGEMENT SUMMARY 
The purpose of considering the use of the IPS for future Air/Ground communications is 
the need to align aeronautical communications with the industry mainstream in order to 
leverage off existing Commercial Off The Shelf (COTS) products. Bearing this in mind, it 
is not simply sufficient to identify a workable IPS solution for aeronautical 
communications, but the chosen solution must also be one that is demonstrably industry 
mainstream. 

The aeronautical industry can never be a true COTS consumer. That is because the in-
service lifecycle for safety related systems is always much more protracted than that for 
normal commercial products. A technology may be mainstream when it is selected for 
use in a safety related system, but by the time it is brought into service it may already be 
out-of-date to the wider world and during most of its in service lifetime, the chosen 
technology will be viewed as obsolescent by the outside industry. How quickly the 
technology goes from being mainstream to obsolete will itself have an impact on the total 
cost of ownership as the support costs for obsolete technology are always higher than for 
mainstream technology. 

There is thus a careful value judgement that needs to be made when recommending a 
particular COTS technology for aeronautical use. It must first be demonstrably industry 
mainstream – but not too late in its lifecycle. It needs to be operationally proven but still a 
long way from obsolescence if maximum advantage is to be gained. On the other hand, 
there is a danger in selecting a technology too early. Previous experience from the ICAO 
ATN shows that picking a “winner” before the market selects the winning technology, 
runs the risk that what is chosen will never be COTS. 

Bearing this in mind, the study has carefully evaluated several possible ways of meeting 
ATS and AOC requirements for Air/Ground communications using the IPS. This study 
has, in doing so, built on the ICAO study [13] which identified the feasibility of various 
approaches whilst identifying new ones. 

In order to understand the context, this study has investigated the applications that are 
expected to be in use in the 2020+ timeframe and their requirements. The current set of 
ATS and AOC Data Link Services are all expected to continue to be deployed in this 
timeframe, as well as new ones, such as COTRAC. Perhaps more significantly, the 
operational response times are predicted to be significantly shorter and ATC will move 
from the current scenario where Data Link is supplementary and Voice the Primary Mode 
of communications, to a scenario where the Data Link is the Primary Mode and Voice is 
used for emergency communications only (in parts of the airspace)  

The changing role of Data Link has a very significant impact on the communications 
services. This is because prevention of loss of communications now becomes a 
significant safety requirement which the communications services must demonstrably 
meet. 

Communications also needs to become leaner and fitter with a move to a lightweight 
communications environment based on UDP rather than the less responsive use of 
connection mode transport protocols as at present. 

However, perhaps the most significant impact comes from the predicted rise in 
importance of Communications Security. The threats to the Safety of Flight are already 
significant in today’s environment and are only mitigated by the fact that Voice is Primary 
and helped by the lack of use of industry standards. A move to an environment where 
industry standards are used throughout and Data Link is primary requires an appropriate 
level of security if it is to be acceptable. 

The only COTS solution that can be considered here in an IPS context is IPsec, and the 
pervasive nature of use of IPsec is the feature that comes across most strongly from this 



Mobility and Security in the FCS 

 

Version: 1.0 Date: 22-Jan-2007 Page: 4 

study, applying both to end-to-end communications and, in varying degrees, to protecting 
network level communications in support of each mobility scenario. 

The picture that emerges is one where the IPS is used to provide predominantly UDP 
communications end-to-end, with some residual use of TCP, and with end-to-end IPsec 
tunnels used to protect communications.  

IPsec is industry mainstream but, nevertheless, is also in a time of change. The current 
industry mainstream is based on RFC 2401 (published in 1998) and may be 
characterized as IPsec version 1. A new version (version 2) based on RFC 4301 has 
been published in the last two years and products based on this new version are starting 
to appear. 

IPsec version 1 went through a period of rapid evolution and this is particularly true of the 
Internet Key Exchange (IKE) protocol. Implementations of IKEv1 are based on a series of 
RFCs that correct and update each other. The standard is thus not easy to follow and 
anecdotal evidence suggests that IPsec version 1 implementations do have 
interoperability and configurability issues. Although IPsec version 1 is in widespread use 
for corporate VPNs, significant time has to be invested in deploying maintaining its use. 

It is believed that version 2 and specifically IKEv2 will correct most if not all of these 
problems and is the only version that should be considered for aeronautical use. In fact, 
because of the importance of security and the issues surrounding IPsec version 1, it can 
be argued that the IPS is only just ready to be considered as being suitable for 
aeronautical use. The time is probably ideal to consider its use as there needs to be 
prototyping and trials of IPsec version 2 in order to confirm its suitability and, by the time 
such trials are complete, IPsec version 2 should have become industry mainstream and 
at the correct point in its lifecycle to be adopted for aeronautical use. Indeed, it is 
anticipated that a stable version of IPsec will then continue to be in use for many years 
afterwards giving a maximum benefit from the choice of a COTS solution. 

2.1 Investigation of solutions to the mobility problem 
This study has investigated four different mobility solutions. These have been evaluated 
in the context of how they will be used and whether they meet the security requirements. 
All four scenarios have been examined against this study’s assessment criteria as 
documented in Section 4.2. For the Link Layer and IPsec Tunnel scenarios, which were 
not conceived at the time of the ICAO study, these scenarios have in addition been 
evaluated against the ICAO assessment criteria. The characteristics of the investigated 
scenarios are summarized below. 

1. Use of Existing Routing Protocols 

This scenario is investigated in Section 4.3 and is essentially a translation of the existing 
ATN approach into the IPS. As such it has the merits of being well-known. The ICAO 
study characterized it as being feasible but noted that the OSPF approach being 
investigated could have institutional issues associated with it. This also came out of the 
evaluation carried out for this study. 

This is a feasible approach, although it is probable that the configuration requirements for 
Air/Ground routers will make them a non-COTS solution, which ties in with existing ATN 
experience. 

2. Use of Mobile IPv6 

This is the only scenario (see Section 4.4) that has a dependency on IPv6. The other 
scenarios are all neutral as to whether IPv4 or IPv6 is used and, generally, the study 
approach has been to avoid making a choice between IPv4 or IPv6 and simply be guided 
by what the market selects as the default IP. At present this is IPv4 and the widespread 
adoption of IPv6 is still a matter of speculation. 
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Leaving aside this point, the ICAO study also identified Mobile IPv6 as feasible, and this 
study sees no reason to doubt that basic conclusion. However, as already has been 
noted, in the 2020+ timeframe, a demonstrably high availability is essential. Mobile IPv6 
includes a “Home Agent” as a fundamental part of its architecture and this has the 
potential to be a single point of failure. To mitigate this, the “Route Optimization” feature 
of Mobile IPv6 is viewed as essential. 

There are also many potential Denial of Service (DoS) attacks to which Mobile IPv6 
appears to be vulnerable and these need to be countered by IPsec tunnels that are 
additional to the end-to-end tunnels needed to protect end-to-end communications. 

The demand for Mobile IPv6 with Route Optimization and IPsec creates a complex set of 
protocol exchanges on both the ground and over the Air/Ground Data Link resulting in 
concerns about the overhead it imposes and the complexity of implementations that may 
need to be subject to certification/approval when Data Link becomes the primary means 
of communications. 

Also, as noted by the ICAO study, Mobile IPv6 is not yet stable. Work is still ongoing in 
the IETF especially as regards desirable extensions, such as NEMO and MONAMI. The 
ICAO study indicated a preference for Mobile IPv6. However, this was also a “wait and 
see” preference with a need for both IPv6 and Mobile IPv6 to demonstrate that they are 
truly industry mainstream before Mobile IPv6 could be considered as being a suitable 
candidate for aeronautical communications. 

This study has also noted that much of the complexity of Mobile IPv6 comes from a 
desire to make available a fixed IP address for a given mobile node, that allows “anyone” 
to communicate with it without the mobile node knowing in advance that its 
correspondent may need to communicate with it. This capability is not required for ATS 
or AOC communications where the aircraft does know in advance who needs to 
communicate with it and can therefore establish the communication path itself. A simpler 
solution than Mobile IPv6, if it exists, may thus be preferable. 

3. Use of 3GPP Link Layer Mobility 

The possible use of the 3GPP standards for Link Layer Mobility emerged during this 
study (see Section 4.5). These are very much industry mainstream and have the support 
of the mobile telephony industry behind them and must therefore be given serious 
consideration. 

As these standards were not one of the ICAO candidate scenarios, this study has applied 
the ICAO assessment criteria to them in order to ensure a common baseline. It should be 
noted that Link Layer Mobility does not comply with all of the ICAO required 
characteristics. In particular, it is not Service Provider independent and does not support 
more than one concurrent Air/Ground data link. The importance of this lack of 
compliance will need to be addressed. 

This approach also has a potential single point of failure similar to the Home Agent. For 
commercial mobile telephony, availability figures of 99.999% have been quoted. 
However, further investigation is needed before it can be said that this will meet the 
availability requirement for 2020+ and whether the evidence of compliance will satisfy the 
Safety Authority. 

It should also be noted that these standards would have to be implemented by every 
Air/Ground Service Provider if it was to be a general purpose mobility solution for 
aeronautical communications.  

Bearing the above in mind, if Air/Ground Service Providers wish to offer this functionality 
and can demonstrate that its use meets performance, security and safety requirements, 
then it does provide a feasible approach for Air/ground communications, albeit with the 
limitation that only a single Air/Ground network is supported at any one time. 
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However, due to issues in meeting some of the ICAO criteria, it is probably not a general 
purpose solution to mobility suitable for adoption at the ICAO level for ATS 
communications. 

4. Use of IPsec Tunnel Mobility 

The possible use of IPsec Tunnel Mobility (see Section 4.6) also emerged during the 
study. This approach leverages off the assumption that IPsec will be required end-to-end 
(between the aircraft and the airline or ATSU) and that, when IPsec tunnels are used 
between communications gateways, the IP addresses of the tunnel end-points are 
independent of the selection criteria for the packets that use the tunnel. That is, when an 
IPsec tunnel is used to provide a secure communications path between two subnets, the 
IP Address of the tunnel end-point can change without affecting end-to-end 
communications (i.e. between host computers on the aircraft and at the Airline or ATSU). 

Replacing one tunnel by another and even having parallel tunnels with different selection 
criteria is a basic IPsec capability. An extension to IKEv2 has recently been published to 
optimize tunnel movement (MOBIKE) as RFC 4555. 

The tunnel movement scenario fits with the assumption that the aircraft knows who it 
needs to be in communication with and hence can initiate the communications path. In 
this, it operates like a true “Road Warrior” connecting into the corporate VPN. As the 
aircraft moves between the different Air/Ground networks it keeps in contact by moving 
its end of the tunnel to the new network. The complexity of Mobile IPv6 is thus avoided 
because there is no requirement for anyone on the ground to initiate communication 
before the aircraft has “logged in”. 

As this scenario was not studied by ICAO, this study has repeated the ICAO 
assessment. Under the ICAO definition, this scenario is clearly feasible. 

This scenario also has the merit that it has very little dependency on the underlying 
communications infrastructure and can work with either IPv4 or IPv6. The standards are 
all in place with no dependencies on the IETF to react to requirements from the 
aeronautical community. 

2.2 Performance against assessment criteria 
Each scenario has been assessed against this study’s assessment criteria and, where 
appropriate, against the ICAO assessment criteria. The results of the assessment 
against this study’s criteria are presented in Section 5.1. 

In the scoring, the IPsec tunnel mobility solution gains the highest score or the joint 
highest score for all criteria which provided differentiation between the scenarios (some 
criteria scored equally high for all scenarios). 

The scores for the other scenarios are high enough so as not to rule them out as feasible 
mobility solutions. 

However, it should be noted that the Link Layer Mobility Scenario does not meet the 
ICAO Assessment Criteria  ‘IC2 - independence of the service provider or administration’ 
or 'TC2 – support for multiple independent air/ground sub-networks', and the 
consequences of this would need further study before this scenario could be progressed. 

2.3 Conclusion of the mobility and security assessment 
This document finds that there are four IP based solutions that are all to some extent 
feasible. While none of them are ideal, the study finds that each one has the potential to 
be implemented, although with different limitations in each case. 
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The report finds that IPsec end-to-end tunnels are necessary for all scenarios to meet the 
security requirements in the FCI. However, assuming that IPsec end-to-end tunnels are 
present, it is then found that IPsec tunnel movement is sufficient to meet the mobility 
management requirements. Thus the tunnel scenario permits the security and mobility 
requirements to be met on its own. It also comes out well when assessed against this 
study’s agreed set of assessment criteria and against the ICAO assessment criteria. It is 
therefore interesting to study this scenario further, and to base the final deliverables of 
this study on this concept. 

The use of IPsec tunnels is not incompatible with the deployment of either Mobile IP or 
the 3GPP standards. These may still be deployed if vendors offer them or additional 
requirements emerge. 

It was a Eurocontrol requirement in performing this study that particular attention should 
be paid to the ability of the chosen solution to make use of COTS products and protocols. 
This study finds that all four scenarios have some non-COTS aspect to them, and all will 
be aviation-specific to some extent. The non-COTS aspect that applies to all is the 
implementation of rule-based software to control the selected mobility management (e.g. 
with Link Layer mobility to command the creation of a PDP context following connection 
to a 3GPP supporting network), and the Context Management functionality. The latter is 
needed to bind Flight ID to a physical aircraft – although even this function is not unique 
to aviation. 

IPsec tunnels are the basis of most VPN solutions and the MOBIKE optimization has 
been specifically developed to support "Road Warriors" to efficiently use the corporate 
VPN. The software required for IPsec tunnels and tunnel movement will be very similar to 
that required for any laptop accessing the corporate VPN, although the software required 
for mobility will have to be developed. 

In conclusion therefore, the “Tunnel Movement” Mobility scenario is the one that best 
meets the requirements for ATS and AOC Air/Ground Communications. The approach is 
likely to be efficient, meets all the ICAO required characteristics, is not dependent on the 
underlying infrastructure and should be able to take advantage of possible future industry 
mainstream products. 

As has already been noted, IPsec version 2 is the only appropriate candidate version of 
IPsec for aeronautical communications. This is only now appearing as a product and 
needs to be investigated to ensure that the interoperability and configurability issues 
associated with IPsec version 1 have been resolved. 

This is an opportune time to perform such an investigation as, by the time it has been 
completed, IPsec version 2 should be well on the way to becoming industry mainstream. 

IP is seen as an alternative for ATC applications in the timeframe 2020+. However IP 
could very well be an alternative for AOC much earlier, depending on the interest from 
industry. 
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3. APPLICATION DESIGN FOR 2020+ 

3.1 Application Requirements Analysis 
Deliverable 1 “Application Requirements Analysis” has already documented the detailed 
requirements for each ATS and AOC Data Link Service expected to be deployed in the 
2020+ timeframe. From this a number of key characteristics can be extracted: 

1. Information exchanges are message-orientated, comprising a series of short 
message exchanges. These may be simple request/response type exchanges, 
or, in the case of COTRAC, they can be extended interchanges. 

2. Most Data Link Services are “time critical”. That is, it is more important to get the 
message through in a specified time than it is to deliver the message. 

3. ATS Communications continue to be typically between an Aircraft and the 
controlling ATSU. Transfer of Control from one ATSU to another must also 
involve transfer of communications. 

4. ATS Communications with a non-controlling ATSU may be required, for example 
for access to Flight Information Services. 

5. AOC Communications will continue to be between an aircraft and its airline’s 
operations centre. 

6. “Data critical” communications are limited to bulk information exchanges1. 

7. Data Link will be the primary means of communication in 2020+. This implies 
that High Availability of communications is no longer just an Operational 
Requirement but is also a Safety Requirement. 

8. Otherwise, the Safety Requirements for the 2020+ Data Link Services that affect 
the Communications Service are similar to the present day i.e. Prevention of 
Undetected Mis-delivery and Prevention of Undetected loss of Data Integrity. 

9. Security Requirements in the 2020+ timeframe demand the use of 
Communications Security. There are potential threats to air safety from Denial of 
Service, Masquerade, Modification and Replay attacks. There are also 
commercial threats to AOC data from Eavesdropping. There may also be a 
Repudiation Threat to ATS Messages recorded in an Aircraft’s or ATSU’s log. 

10. Performance requirements will become more demanding in the 2020+ 
timeframe, with shorter transit delay requirements and less tolerance of 
variability in transit delay. However, these primarily impact on the choice of 
Air/Ground Network rather than the IPS. 

11. For ATC, Communication is always aircraft-initiated. That is, until an aircraft 
announces its presence and its Flight ID, communication is not feasible between 
an ATSU and an aircraft, as the formal communication is between an ATSU and 
a Flight rather than an ATSU and an aircraft. 

                                                   
1 Data critical communications are where it is more important for the data to arrive without error than it 
is for the data to arrive within a given time, 
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3.2 Application Design Options 
This study has identified three possible options for ATS Application Design in 2020+. 
AOC Application Design is expected to continue with the simple message-orientated 
approach used for ACARS. 

3.2.1 Option 1: Migrate the Existing ATN Applications 
Under this option, the existing Context Management (CM), CPDLC, ADS and FIS 
applications are retained, with additional CPDLC messages defined for new Data Link 
Services. The ATN Dialogue Service is re-specified to use TCP rather than TP4 for 
Air/Ground Communications. CM also requires minor modification to convey IP 
Addresses instead of NSAP Addresses. 

This option will be simple to specify and requires only a minor modification to existing 
applications. However, it is not believed that this option is appropriate for the 2020+ 
timeframe. In particular, there are known performance and reliability issues that will 
cause difficulties with the Application Requirements in 2020+ when Data Link is the 
primary means of communication and the more stringent performance requirements are 
in place.  

Specifically: 

a) The current ATN Applications bind the end-to-end relationship (e.g. between a 
controller and pilot) to the transport connection, whether this be implemented by 
TP4 or TCP. Loss of the transport connection, even for a short time, results in 
loss of communications. This should be contrasted with the FANS-1/A system 
where there is no such binding and transitory communications failures have no 
impact on the control relationship. 

b) The overhead of connection mode communications represents a significant and 
unnecessary load on the communications channel. It is also unsuitable for Time 
Critical Communications. A connection serializes communications and ensures 
delivery. Thus a delayed message may delay following messages while 
successive retry attempts are made to deliver it. When it arrives it is discarded as 
being too late and causes subsequent messages to be similarly discarded. A 
more appropriate approach would deliver each message separately, so that a 
delayed message only affects itself and no other.  

This option will not be considered further. 

3.2.2 Option 2: Use industry standard applications 
This option would involve the adoption of Industry-standard IPS applications such as ftp, 
http and telnet for the support of ATS and AOC messaging . Some Flight Information 
Services may make natural use of http (i.e. be made available as Web Services), and 
some bulk transfers (e.g. engine maintenance logs) may make natural use of ftp. 
However, the ATS and AOC Messaging applications do not naturally fit into the model of 
these type of industry standard applications. 

Where appropriate, industry standard applications may be used. 

3.2.3 Option 3: Move to “Connectionless ATS/AOC Applications” 
Under this option, it is proposed that both ATS and AOC Applications operate in the 
“connectionless” sense. That is, while the end-users may be aware of an agreed 
relationship or context for the communications, the underlying communications services 
have no such awareness and each message is thus a separate and unique event. 
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This approach follows the model of communications for both ACARS and FANS-1/A. 

Under this option, the application is free to choose whichever data communications 
service is appropriate for transferring each message. For most messages, which are 
short time-critical messages, this implies the use of UDP as the transport service. 

UDP provides an unreliable data transport service and is most appropriate for shorter 
messages (i.e. less than 1KB). Because it is an unreliable service, data delivery is not 
guaranteed. However, the probability of successful delivery should be high as the 
underlying data links are reliable; the main reason for non-delivery is expected to be 
discard due to congestion, with the implication that delivery failure will typically occur 
when the message would not have been delivered anyway within an appropriate time. 

Although UDP does not guarantee delivery, there is no reason why the sender cannot re-
send a message for which an operational or logical response has not been received 
within a set time. Whether or not this is done will depend on the importance of the 
message and on the response time in relation to the expect network transit delay. 

Aircraft Ground System

Message
Delivered

Send Message
Transfer Message

 

Figure 3-1 UDP Message Transfer 

UDP messages should be kept short as longer messages are likely to result in packet 
fragmentation at the IP Layer. In consequence, there will be a greater risk of non-delivery 
as the loss of any fragment will result in the loss of the entire message. 

Long time-critical messages should thus be avoided by application designers as these 
are always much more likely to fail to be delivered in time than shorter messages, 
regardless of how they are transferred. It is expected that longer messages will be “data 
critical” and therefore more appropriate to transfer using transient TCP connections. 

A transient TCP connection is one that is set up for the purposes of transferring a 
message and has no other purpose. It will usually be terminated as soon as the message 
has been exchanged and the TCP connection termination, in this case, will have no 
impact on the user-to-user relationship. If a TCP connection is kept open once a 
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message has been successfully transferred, this will be no more than an optimization to 
avoid the overhead of re-opening the connection for another message.  

The procedures for TCP message transfer are illustrated in Figure 3-2. When a decision 
is made to exchange a message using TCP, a connection must first be opened. The 
message may then be sent and, if necessary, fragmented into several packets by the 
TCP provider. TCP level acknowledgements will be returned, and some packets may 
even need to be re-sent. 

When the complete message has arrived at the destination, it is delivered to the end 
user. In the model of communications shown in Figure 3-2, a Logical Acknowledgement 
is then returned to the sender in order to report a successful delivery. This approach: 

a) Provides a positive (or negative) delivery confirmation. 

b) Permits the end-user to be physically separate from the end-point of the TCP 
communications (which is in line with the current model of most Ground ATC 
Centres), and 

c) Allows for the connection to be kept open for the transfer of more messages. 

The TCP connection may be closed as soon as delivery is complete. However, the 
application may choose to keep it open and use it for later Data Critical Messages, whilst 
continuing to use UDP for time-critical messages.  

It should be noted that in this model of communications, loss of a TCP connection, for 
whatever reason, has no impact on the end-to-end relationship between the users of the 
Data Link Service. 

Aircraft Ground System

Send Message

Message
Delivered

Acknowledge
Delivery

Exchange TCP syns

Send Data

Close Connection

Legend
User Data

TCP Protocol

Message
Transfer

Message
Transfer

Open
connection

Send
data

Close
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Figure 3-2 TCP Message Transfer 

This option is generally preferred for the implementation of Data Link Services in 2020+. 
It learns from experience gained in the current deployments of Data Link Services and 
supports the time critical services expected in the 2020+ timeframe. 
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3.3 Name Resolution 

3.3.1 Requirements 
For ATS Data Link Services, controllers will address uplink messages by Flight ID 
(callsign) and pilots will normally send downlink messages implicitly to the Controlling 
ATSU (C-ATSU) or address a message or service request by the destination ATSU’s 
Ground Facility Designator. 

For AOC Data Link Services, Airlines operations staff are similarly expected to address 
uplink messages by Flight ID (following the current ACARS model). Downlink AOC 
messages will continue to be addressed implicitly to the Aircraft’s Airline operations 
centre. 

There is thus a need to provide a means of translating: 

a) Ground Facility Designators into the IP Address and TCP/UDP Port Number for 
the destination ATS application at the ATSU. 

b) The identifier for an Aircraft’s airline operations centre into the IP Address and 
TCP/UDP Port Number for the destination ATS application at the airline’s 
operations centre. 

c) A Flight ID into the IP Address and TCP/UDP Port Number for the destination 
ATS or AOC application on board an aircraft. 

Well-known ports can and should be specified for each Data Link Service, hence the 
problem resolves to Name to IP Address lookup. 

3.3.2 Ground Facility Designator Lookup 
In the 2020+ timeframe, the Internet Standard Domain Name Service (DNS) appears to 
be the correct basis for the translation of Ground Facility Designators into an IP Address. 
It is possible to construct domain names such as: 

edyy.atsu.aero 
which could be a DNS entry for UAC Maastricht. A correctly populated DNS could then 
be interrogated for the IP Address for EDYY. It would also be possible to extend this for 
different services, such as  

dlic.edyy.atsu.aero 
in order to provide a convention means of returning the IP Address of the server 
responsible for Data Link Initiation at UAC Maastricht.  

The main issue concerned with using the DNS is performance, especially if used over 
Air/Ground Data Links. This is because previous ATN experience has been to cache 
most network addresses needed on board an aircraft before a Flight, or to exchange 
them as part of the CM Logon. 

DNS uses UDP for simple lookups and hence does not incur the overhead of TCP. 
However, the exchanges are additional to what was previously required, and this could 
be seen as a backward step. 

However, DNS is specified as a caching system. DNS lookups, once made, are cached 
for a period of time depending on the “Time to Live” setting of the original DNS entry. 
Hence, it is possible for an aircraft to perform a series of forced DNS lookups prior to 
flight, perhaps using a local WiFi network, while at the gate and thus avoiding the need 
for most Air/Ground use of the DNS. 
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Hence it is possible to largely avoid Air/Ground use of the DNS if there are performance 
issues, whilst retaining the flexibility of using the DNS for Name to IP Address resolution. 
DNS is thus assumed for Ground Facility Designator Lookup. 

3.3.3 The Determination of the IP Address for an Airline’s Operations 
Centre 
With existing ACARS, all AOC-downlinked messages are implicitly addressed to the 
airline operations centre of the aircraft, and are forwarded there by the ACARS Service 
Provider. In the 2020+ timeframe, it is assumed that aircraft-to-airline communications 
will use IP communications and hence the aircraft will need to know or otherwise 
determine the IP Address of a suitable server at its airline’s operations centre. 

This IP Address could be simply configured at the aircraft. Alternatively, a DNS lookup 
could be performed. For example, domain names may be constructed as: 

baw.airline.aero, or ual.airline.aero, etc. 
As with ATS communications, the aircraft may optimize its use of the DNS by performing 
a forced lookup for its airline’s operations centre whilst still at the gate.  

This is preferable to configuring the IP Address on the aircraft as greater flexibility is 
provided at little extra cost. 

3.3.4 Flight ID to IP Address Lookup 
Flight ID to IP Address lookup is complicated because the binding between an aircraft 
and a given Flight is dynamic. It exists only for a short time – the duration of the Flight – 
and can change at short notice (for example, when a technical or operational problem 
results in a late change of aircraft). The caching functionality of the DNS, which is so 
useful normally in minimizing overhead, means that the DNS is not a suitable means to 
provide for Flight ID to IP Address lookup on its own. 

On the other hand, if ATS and AOC messaging services on aircraft can be related to 
fixed IP Addresses (that is, IP Addresses that are not dynamically assigned or not 
varying according to the Air/Ground Network), then an Aircraft Identifier to IP Address 
DNS lookup could be performed. In this case, the domain name would probably be 
constructed from the aircraft’s tail number. 

However, the problem still remains that the Flight ID needs to be dynamically bound to 
the Aircraft Identifier. For AOC messaging, this should not be a problem as an airline’s 
operations centre should always be aware of which of its aircraft are linked to given Flight 
IDs. It is a different issue for ATSUs. 

An ATSU will normally expect to have a Flight Plan for each Flight that it controls. This 
provides the Flight ID (Callsign) and includes information on the expected route. In the 
European Region, it is expected that the Flight Plan will soon also be required to include 
an Aircraft Identifier – the ICAO 24-bit Address and/or the aircraft’s tail number. This 
requirement has been introduced in order to support the Safety Requirement preventing 
undetected mis-delivery. 

If all ICAO regions providing Data Link Services also require the Flight Plan to include the 
Aircraft Identifier and the DNS can be used to provide an Aircraft Identifier to IP Address 
lookup, then this should meet the requirement. However, this does assume both the use 
of fixed aircraft IP Addresses and that airlines can be relied upon to maintain up-to-date 
DNS information for their aircraft. 

Moreover the inclusion of an Aircraft Identifier in the Flight Plan is in response to a Safety 
Requirement. The intent is that both Flight ID and Aircraft ID are checked against the 
Context Management Logon Request – which also includes the same information – in 
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order to ensure that the airline’s operations centre viewpoint is in line with what the pilot 
has configured into the aircraft. 

It is expected that the same Safety Requirement will apply in 2020+. Therefore, the 
aircraft will still be expected to send a Data Link Login message to at least the first ATSU 
en route and this will be checked against the Flight Plan. Even if the DNS includes IP 
Addresses for the aircraft, it may still be desirable to include the aircraft’s IP Addresses 
for Data Link Services in the Data Link Login message so that these can be checked 
against the DNS entries and any discrepancy reported. This will be important in early 
detection of mis-configuration. 

It is thus assumed that the DNS will be used for providing an Aircraft ID (e.g. Tail 
Number) to IP Address lookup facility, but additionally the Data Link Initiation Login 
message will include the Flight ID, Aircraft Identifier and IP Addresses in order to provide 
both Flight Plan and DNS verification prior to use of Data Link, and will give the potential 
for early detection of any mis-configuration. 

3.4 Allocation of Safety Requirements 
In the 2020+ timeframe, it is expected that the following Safety Objectives will apply to 
Data Link Communications: 

1. Prevention of Undetected Mis-delivery 

2. Prevention of Undetected Loss of Message Integrity 

3. Prevention of Loss of Communications whilst under Data Link Control. 

There are other Safety Objectives that apply to Data Link Services. However, these apply 
to the end-user and to the interpretation and content of the messages exchanged. The 
above objectives are those that apply to the communications. 

Current Data Link design practice makes use of an Integrity Check Value (ICV). This is a 
high quality checksum taken over an encoded ATS message, the Flight ID, the Aircraft 
Identifier and the Ground Facility Designator (i.e. the user level addressing information), 
and is exchanged end-to-end with the message. This ICV allows the first two safety 
objectives to be satisfied by end-to-end mechanisms within the application layer. 

It is assumed that this design strategy continues in the 2020+ timeframe and hence only 
the third Safety Objective applies to the Communications Service. 

This Safety Objective has implications for the design of Air/Ground Networks and the 
availability and reliability requirements that apply to them. It also has implications for the 
confidence in correct operation of the IPS implementation. 

In particular, it is likely that it will only be possible to use COTS IPS software if the 
functionality is industry mainstream and widespread use of IPS software can be 
demonstrated. Otherwise, Software Assurance requirements are likely to apply to the IPS 
software resulting in software that is either specially developed and/or purely maintained 
for aeronautical use. 

3.5 Allocation of Security Requirements 

3.5.1 Threats 
The possible threats to ATS and AOC communications are: 

• Masquerade, i.e. the impersonation of an authorized user of a system in order to 
make unauthorized use of that system; 
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• Modification, i.e. the unauthorized modification of information held by a system, or 
in transit between two systems; 

• Eavesdropping, i.e. unauthorized access to information; 

• Replay, i.e. the exact repetition of a transaction previously undertaken by an 
authorized user for unauthorized purposes; 

• Repudiation, i.e. an authorized user of a system denying involvement in a 
previous transaction which is attributed to that user; 

• Denial of Service (DoS), i.e. the deliberate prevention of authorized use of a 
system; 

• Traffic Flow Analysis, i.e. the monitoring of the volume and direction of 
communication in order to predict activity. 

3.5.2 Threat Analysis 

3.5.2.1 ATS Threats 
For ATS Data Link Services, significant security threats are defined as those which can, 
if realized, result in a failure to meet a Safety Objective, i.e. they are threats to safety. 

• Masquerade threats are clearly serious as impersonation of a controller could 
result in a pilot executing an unauthorized instruction resulting in loss of 
separation.  

• Modification threats are similarly serious as any undetected modification will 
result in failure to meet a key safety objective. A deliberate modification as 
opposed to an accidental modification can also result in a corresponding 
modification to the ICV resulting in a failure to detect the modification when the 
message is received. 

• Eavesdropping is not currently regarded as a threat to Data Link Services. Voice-
based ATC takes place in clear and on channels that are readily accessible to 
the public. A move to Data Link ATC is not expected to result in a change to a 
system which already permits public monitoring. 

• Replay threats are also serious, as a successful replay attack could result in an 
earlier valid instruction being replayed in order to cause a pilot to execute an 
unauthorized instruction resulting in loss of separation. However, it may be 
assumed that all time-sensitive messages are time-stamped. This significantly 
reduces the potential for replay threats. 

• Repudiation threats may be applicable to Data Recording. ATC Messages will be 
recorded on aircraft and on ground systems. Air accident investigators may need 
a proof that a message believed to have been sent by an ATSU or an Aircraft 
was indeed sent by them. If this is the case then a proof-of-origin may be 
required for ATC messages. 

• DoS Threats are potential serious as they can result in loss of communication. 
With Data Link as the primary means of communication, Denial of Service has to 
be viewed as a serious threat. 

• Traffic Flow Analysis is not a threat as all ATS data is expected to be sent in 
clear. 
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3.5.2.2 AOC Threats 
For AOC Data Link Services, significant security threats are defined as those which can, 
if realized, result in a significant commercial loss to the airline. If an AOC Data Link 
Service is also necessary for the safety of flights then the definition is also extended to 
threats that can result in a failure to meet a safety objective. In the latter case, the above 
threat analysis applies. 

As regards commercial threats: 

• Masquerade threats can result in disruption to services by providing false 
information to pilots or aircraft dispatchers. This can result in economic loss 
including loss of passenger good will. 

• Modification threats can result in disruption to services by falsifying information to 
pilots or aircraft dispatchers. This can result in economic loss including loss of 
passenger good will. 

• Eavesdropping threats can result in the theft of commercially valuable or 
sensitive data. This can result in loss of revenue or additional cost. 

• Replay threats can result in disruption to services by causing confusion or 
provoking an action that is now inappropriate. This can result in economic loss 
including loss of passenger good will. 

• Repudiation is not believed to be a threat to AOC communications. 

• DoS threats can cause loss of communications resulting in disruption to services. 
This can result in economic loss including loss of passenger good will. 

• Traffic Flow Analysis is not believed to be a threat. 

3.5.2.3 Requirement Allocation 
The Masquerade, Modification, Replay, Eavesdropping and Repudiation threats may all 
be characterized as end-to-end threats. That is they apply to messages sent end-to-end 
and may be protected by an end-to-end security mechanism. DoS threats are pervasive 
and apply to all systems in the end-to-end chain. 

3.6 Security Options 
Two possible candidate options for providing end-to-end security have been considered: 
the existing ATN Security Framework and IPsec. Other approaches such as the Secure 
Sockets Layer (SSL) and the Secure Shell (SSH) have been rejected. SSL is a 
connection mode framework and hence does not support the preferred application 
communication model for 2020+. SSH is primarily a remote terminal access protocol with 
the ability to create auxiliary tunnels. As such, it is an ad hoc version of IPsec without the 
flexibility or scope of IPsec. While very useful for remote administration, SSH is not 
viewed as an appropriate solution for ATS and AOC security. 

3.6.1 Option 1: The ATN Security Framework 
The ATN Security Framework is specified in ICAO Doc. 9705 edition 3. This includes an 
ATN Key Agreement Scheme, an ATN Keyed Message Authentication Code Scheme 
(AMACS) used to generate a message authentication check and a Public Key 
Infrastructure (PKI) for the ATN. It is used to provide application level end-to-end 
protection. The encryption algorithms used to generate the authentication HMAC are 
based on elliptic curves. 
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The ATN Security Framework is limited to protecting against Masquerade, Modification 
and Replay attacks. The message authentication check cannot protect against 
Repudiation threats. The ICAO Doc. 9705 specification does not include protection from 
eavesdropping. However, the AEEC has defined extensions to provide such protection 
for ACARS messages using the Advanced Encryption Standard (AES) for message 
encryption whilst retaining the ATN Key Agreement Scheme. 

This framework has had only limited implementation so far and does not implement any 
industry standards. Not all security requirements for 2020+ are met. This option thus 
does not appear to be appropriate for the 2020+ framework. 

3.6.2 Option 2: IPsec 
IPsec is a generic term for a security framework developed for use in Internet 
Communications2. It includes protocols for protecting communications, for key agreement 
and for encryption. It does not include an internet-standard PKI. This has to be 
implemented by each organization that deploys an IPsec-based solution. 

IPsec solutions operate in one of two modes: transport or tunnel mode. Transport mode 
solutions are end-to-end and protect communications between two users. Tunnel mode 
solutions may be end-to-end or may protect part of a communications path (e.g. between 
two company intranets over the public internet). Tunnel mode IPsec solutions are usually 
the underlying implementations of Virtual Private Networks (VPNs). 

Under this option, an IPsec-based solution would include: 

a) The use of the Encapsulating Security Payload (ESP) to protect IP Packets (and 
their data) between an aircraft and an ATSU or the airline’s operations centre. 

b) The selection and use of a set of cryptographic algorithms for protecting 
message integrity and providing a proof of origin, and, optionally, for encrypting 
end-to-end communications. 

c) The use of the Internet Standard Internet Key Exchange protocol (IKE), for 
negotiating the Security Associations (SAs) between Aircraft, ATSUs and Airline 
Operation Centres. 

d) The specification of a suitable PKI. 

Tunnel mode use of IPsec is also proposed. This meets the requirement for end-to-end 
protection between an aircraft and an ATSU or an airline’s operations centre. A single 
tunnel can also efficiently support all user communications between two systems, while 
several transport mode SAs would be needed, depending upon how many different 
applications are deployed. Tunnel mode also allows for subnet-to-subnet tunnels. 

3.6.2.1 Subnet-to-Subnet Tunnels 
The subnet-to-subnet tunnel concept is illustrated in Figure 3-3. The subnet-to-subnet 
tunnel is a virtual data link between two Secure Communications Gateways that is 
protected by IPsec. Packets are sent over the tunnel because they match a rule in the 
sending system’s Security Policy Database (SPD) – which is essentially an extension of 
the routing table, and whilst in the tunnel, they are protected by an integrity check and/or 
encryption. 

One particularly useful feature of the tunnel is that the IP Addresses on the networks 
interconnected by the tunnel need not have any relationship with the IP Addresses at the 
tunnel end-points. They do not even have to be routable addresses as far as the rest of 

                                                   
2 IPsec has been discussed in detail in Section 4.2 ‘A description of IP security’ in Deliverable D2 [15]. 
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the internet is concerned. Tunnels can thus be a means to securely interconnect private 
networks via the public internet, to form Virtual Private Networks (VPNs). 

3.6.2.2 Tunnels and Aviation use in 2020+ 
IPsec in tunnel mode is proposed for the Future Communications System in 2020+. This 
will enable: 

a) Secure end-to-end communications, protecting against the Masquerade, 
Modification, Replay and Confidentiality Threats. 

b) Careful selection of authentication algorithms, which may also provide protection 
against Repudiation threats. 

c) Interconnection of Aircraft and ATSUs, and of Aircraft and airline operations 
centres, to form Virtual Private Networks (VPNs). 

d) Allocation of fixed IP Addresses for Airborne Applications from the VPN IP 
Address Space. This may be a different address space from that used for 
Air/Ground communications. 

Internet

Comms
G/W

Comms
G/W

Subnet to Subnet
Tunnel

192.168.3.0/24

10.0.0.0/24

80.10.32.250

80. 0.20.120

 

Figure 3-3 Subnet to Subnet Tunnel 

3.6.2.3 Tunnel Management 
The Aircraft is the mobile system and hence initial tunnel setup must be aircraft-initiated. 

For ATS purposes, initial tunnel creation will be part of the Data Link Logon process. For 
Transfer of Communications, a new tunnel will need to be established with the Receiving 
ATSU (R-ATSU) and this may be aircraft- or ground-initiated. 

For AOC purposes, a tunnel with the airline’s operations centre may be established as 
soon as the aircraft is logged on to an Air/Ground communications network. 

3.7 IPS Requirements Summary 
As a result of the preceding analysis: 

1. The IPS shall provide both UDP and TCP communications services. 
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2. The IPS shall provide the secure DNS for name-to-address resolution for both 
ATSUs and Aircraft. 

3. All ATS and AOC Air/ground Communications using the IPS shall be protected 
by IPsec in tunnel mode. IPsec tunnels shall be established as and when 
necessary between: 

a. An Aircraft and an ATSU 

b. An Aircraft and the Aircraft’s Airline’s Operations Centre. 

4. The IPS together with the underlying Air/Ground and Ground/Ground Networks 
shall provide protection from loss of communications in fulfilment of the Safety 
Objective for a service availability of better that 1 failure in 105 Flight Hours. 

5. The IPS together with the underlying Air/Ground and Ground/Ground Networks 
shall provide protection from DoS attacks. 

Missing from the above list is a mobility requirement. This is because the allocation of the 
mobility requirements is given analysis in the next chapter. 
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4. MOBILITY MANAGEMENT 

4.1 Overview 
The Mobility Problem exists because IP Addresses are always relative to a network. 
When an aircraft attaches to an Air/Ground network, it will be given an IP Address valid 
on that network. As long as the aircraft remains in contact with this original network it 
retains the same IP Address. However, when it comes into contact with a different 
Air/Ground network it is given a new (different) IP Address, valid in the context of that 
network. It may for a period have two alternative IP Addresses. Later on in its journey, it 
may go out of range of the first network and now have only the second IP Address. 

From the point of view of network users, the aircraft appears to change its address as it 
moves along its journey and this can cause communications problems if the network 
users are not able to handle this. 

There are several possible strategies for handling mobility that are investigated by this 
study: 

1. Use of Routing Protocols: most Routing Protocols are not explicitly designed to 
enable a single host or even a network to move freely around the internet. 
However, it is possible to achieve such a result provided some degree of non-
optimal behaviour can be tolerated. 

2. Mobile IP: this provides a means to establish a fixed Home Address via which a 
mobile node can be reached. It is a forwarding mechanism that forwards packets 
received at the “home” to wherever the mobile has told the home it is currently 
reachable. Packet flow in the reverse direction is also via the home. Optimization 
procedures exist to enable more direct routings once communication has been 
established (i.e. cutting out the trip via the home), and when supported by both 
the mobile and its “correspondent”. 

3. Link Layer or “Micromobility”. This is where the Air/Ground Networks co-operate 
so that the Aircraft’s IP Address is effectively forwarded from one network to 
another when the aircraft moves between Air/Ground Networks. The result is that 
the aircraft appears to retain the same IP Address and hence the mobility 
problem never arises. 

4. Tunnel Movement: this relies on the mobile establishing an IPsec tunnel with the 
ATSU or airline (for example) with which it wishes to communicate. When the 
mobile moves its point of attachment to the internet, it also moves the end-point 
of each active tunnel to the new point of attachment, thus ensuring continuity of 
communications. 

Each of these scenarios is described and assessed below. 

4.2 Assessment Criteria 
Each architecture is assessed against the assessment criteria described below. 

The intention behind these assessment criteria is to select an IPS architecture that will 
meet the requirements for current and future Data Link Services, including security 
requirements, and which meets the desire to maximize COTS whilst providing a clearly 
identified economic and performance benefit. It is also recognized that there must be a 
clear migration strategy for the introduction of the selected architecture and for its future 
development. 



Mobility and Security in the FCS 

 

Version: 1.0 Date: 22-Jan-2007 Page: 21 

Each scenario is scored subjectively against each criteria on a scale of 1 to 10, where 1 
is the lowest and 10 is the highest. These scores are only intended to provide a relative 
assessment rather than an absolute score for each scenario. 

1. Meets Application Requirements 

The candidate scenarios will be assessed against the Data Link Service requirements 
identified in [14] and the reviewed/revised ICAO Communications requirements (WP1 
output). These requirements include functional, mobility and performance requirements. 

2. Meets Safety Requirements 

The Safety Requirements for each Data Link Service must be met if a candidate scenario 
for an IPS ATN is to be acceptable. The candidate scenarios will each be assessed 
against the Safety Requirements identified by WP1. The requirements for "Protected 
Mode" Controller-Pilot Datalink Communication (PM-CPDLC) will serve as a reference, 
and the safety issues outlined in Annex B (reproduced from the tender documents for this 
study) shall be addressed. Any problems associated with single point-of-failure scenarios 
will be identified, and mitigation means will be proposed when appropriate. 

3. Maximizes COTS Potential 

WP 2.1 provides the baseline for the “what is COTS” question. The assessment here is 
system-wide and for each scenario will look at what parts of the system can be COTS, 
and the benefits that can be derived from this. 

4. Provides an Economic Benefit 

The main motivation for the introduction of the IPS is economic, and therefore a clear 
economic benefit must be demonstrable. The potential economic benefits for each 
scenario will be identified. 

5. Provides a Performance Benefit 

Any economic benefits from the introduction of the IPS may easily be lost if there is a 
consequent loss in performance. (For example, if a scenario requires the packet sizes or 
the number of packets exchanged to be significantly increased.) The performance 
implications of each scenario in terms of packet sizes and numbers, and bandwidth 
utilization, will be investigated to ensure that this objective is met. (Note that meeting 
overall Performance Requirements is covered in Item 1 above.) The impact of cell size 
will also be considered when relevant i.e. if the IP Address is re-assigned when the 
mobile moves between cells. 

6. Portability Requirements 

The candidate scenarios will be assessed as to the degree by which they decouple the 
CNS/ATM Applications from the underlying networks, such that new applications could 
be deployed in a “plug and play” fashion. This includes consideration of the 
consequences of the definition and monitoring of the quality of service provided to 
applications, and of how the data exchanges of such applications can be specified. 

7. Integration into the Ground Environment 

The impact on the ground environment, including the Flight Data Processor (FDP), will 
be considered, taking into account both transition issues and long term implications. The 
impact of Safety Requirements will also be considered including the potential to separate 
out software with different software assurance requirements (i.e. to minimize the impact 
of ED-109 [1] Level 4 on the software development cost). 

8. Integration into the Airborne Environment 

The impact on the airborne environment, including both CMU and “integrated” 
architectures, will be considered, taking into account both transition issues and long term 
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implications. The impact of Safety Requirements will also be considered, including the 
potential to separate out software with different certification requirements (i.e. to minimize 
the impact of DO-178B [2] Level C on the software development cost). 

9. Provides Flexibility/ is Future Proofed 

The candidate scenarios will be assessed to see to how readily they can be extended to 
support new applications and networks. 

10. Product Availability 

The candidate scenarios will be assessed to see how readily available are validated 
products which implement the identified protocol options. 

11. Potential Transition Path from Current ATN SARPs compliant systems 

Since it is likely that FCI will be introduced into an environment in which ATN SARPs- 
compliant systems are already in operational use, it is desirable that there is a practical 
transition path for establishment of the FCI. The transition implications for each scenario 
will be reviewed against this objective. 

12. Ease of airborne certification 

The candidate scenarios will be assessed to see how readily the airborne part of the 
system can be certified. 

13. Meets Security Requirements 

The candidate scenarios are assessed to ensure that they have sufficient functionality to 
prevent a successful Denial of Service (DoS) attack that exploits the proposed mobility 
mechanism. 

4.3 Scenario #1: Using Existing Routing Protocols 

4.3.1 Description 

4.3.1.1.1 IP subnet mobility 
The network to be used for communication between the air control centres and the 
aircraft is assumed to be based on IPv4 or IPv6. It does not matter which of the two 
variants is used as routing in IPv4 and IPv6 is the same. Even though the IETF has 
worked on IPv6 for nearly ten years and has produced a great number of documents on 
IPv6, and many vendors have equipment supporting IPv6, still the deployment of IPv6 
networks by internet service providers (ISP) is almost invisible. In order to simplify the 
illustrative examples in this document, IPv4 is assumed in this section. 

The mobility-by-routing scenario describes the situation where the mobility is handled at 
the network layer, such that applications are unaware of whether or not the end-nodes 
are moving. The typical scenario is a client part of an application in a moving node and a 
server part of the application in a stationary node communicating using TCP, and this 
TCP session is expected to continue uninterrupted when the client end-node moves. It 
may happen that this scenario is more typical of AOC applications than ATC applications. 
The prime reason for moving mobility to the network layer is that applications need no 
logic for mobility, which to most applications is an irrelevant circumstance. In this section 
mobility at the network layer is assumed, and in fact this assumption is valid not just for 
scenario 1 described here, but is valid for all scenarios presented in this study. 

The routing used in the ground network is destination-based routing. This means that the 
control centre on the ground can specify the destination address, but not which 
Air/Ground medium to use. Thus the control centre on the ground cannot specify whether 
the VDL Mode 2 Air/Ground link or the satellite Air/Ground link shall be chosen. The 
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Air/Ground link is chosen only on the basis of lowest metric. The benefit of this is that all 
commercially-available routers which can be deployed on the ground support the basic 
destination-based routing. The only way to choose a particular Air/Ground link is if the 
airborne router announces a prefix on VDL Mode 2 Air/Ground link and another prefix on 
the satellite Air/Ground link, and the aeronautical community has a convention on which 
applications use which Air/Ground links. Such conventions are outside the scope of this 
paper. In contrast, when an application in the aircraft is sending a packet to the ground, 
then the aircraft may decide per packet which Air/Ground interface to use (policy-based 
routing). 

When talking about mobility, it should be decided if the moving entity is a host owning a 
single or a few addresses, or a router owning a subnet. Already today, aircraft are 
equipped with networks interconnecting hosts. This study concerns air traffic control 
applications and air operations control applications. Since air operations control 
applications are likely to be distributed on different hosts, it is most probable that the 
moving entity is a router, owning one or more subnets. 

The ground network can be built either as a part of the global internet (described in 
section 4.3.1.1.2; this paper advises against this implementation) or as a virtual private 
network (described in section 4.3.1.1.3; this paper recommends such an 
implementation). 

4.3.1.1.2 Ground network as part of global internet 
If the aeronautical ground network is part of the global internet, it must be decided how 
the aeronautical part will interact with it. In particular, whether the aeronautical part 
consists of separate autonomous systems which can become transit areas for other 
types of traffic, or is a part of the autonomous systems which are handled by internet 
service providers (ISP). In both cases, the spreading of routing information from one part 
of the aeronautical network to another part will involve BGP either within or between 
ISPs. BGP has a lot of rules on how to spread routing information, all directed towards 
ensuring the ISPs’ networks remain stable. To ensure stability, routing information is 
spread slowly, withdrawn quickly, and repeated spreading and withdrawal of the same 
route is suppressed. Thus it is concluded that the spreading of a prefix belonging to an 
aircraft will be too slow, and such a solution should be avoided. 

As the routed solution in the global internet is not possible, the aeronautical network must 
be separate from the global internet. Of course this does not preclude use of globally- 
unique addresses; these are assigned with the intent of being used in the global internet, 
but if they are never used there, no harm is done. It is a political issue as to whether an 
assigned globally unique address should be used. 

4.3.1.1.3 Virtual private network (VPN) 
In this case, the aeronautical network is a separate network different to the global 
internet. Such a separate network may be denoted as a virtual private network (VPN) 
(sometimes also denoted an enterprise network). There are two ways to realize a virtual 
private network: an overlay network (this paper recommends such an implementation) or 
a peer network (this paper advises against such an implementation). 

4.3.1.1.3.1 VPN realized as an overlay network 

4.3.1.1.3.1.1 Definition of overlay network 
An overlay network means IP is deployed on top of the global internet. It is then up to the 
aeronautical community to define the tunnels, set up the routing protocols, and define the 
autonomous systems. In particular if IPv6 is chosen, an aeronautical IPv6 network can 
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be tunnelled over existing IPv4 networks, and does not need the presence of a global 
IPv6 internet. 

Three VPN overlay network solutions have been proposed for such an overlay network. 

4.3.1.1.3.1.2 VPN solution 1: Current ATN mobility solution translated to IP 
The ATN SARPs and the CAMAL documents describe how a workstation (an application) 
on the ground may reach a workstation (an application) in an aircraft whilst the aircraft is 
moving from A to Z. In this description, the ATN network is built using the ISO-specified 
protocols CLNP, ISIS, and IDRP. For the mobility solution to work, special routing 
policies must be applied at those routers using IDRP to exchange routing information 
with neighbouring routing domains. 

When moving to IP, the equivalent of IDRP is BGP, and so for mobility to work, special 
routing policies must be applied to the BGP routers. The good news is that these policies 
can be defined in terms of IP; the bad news is that these policies are not found in COTS 
IP routers. 

The ATN mobile solution assumes at the outset the definition of an all-aircraft prefix, 
which is assumed to be 11.0.0.0/8. This all-aircraft prefix is then broken down in a 
hierarchical way in the following way: Each airline is given a subnet of the all-aircraft 
prefix, say Quantas is given 11.1.0.0/16, SAS is given 11.2.0.0/16, and so on. Then 
airlines will split their subnets up in subordinate subnets, one such subordinate subnet 
per aircraft. For example the SAS aircraft Harald Viking may be given 11.2.17.0/24. 
Workstations on board the Harald Viking will then be allocated an IP address from the 
11.2.17.0/24 prefix – for example the workstation in the cockpit hosting the CPDLC 
application may be given the IP address 11.2.17.51. 

One first question is: who owns the all-aircraft prefix? In one sense it is ‘owned’ by ICAO, 
because it is defined for the good of the mobility of all aircraft. On the other hand, ICAO 
may not be the administrator of the prefix, tasked with the handing-out of prefixes to 
airlines applying for subnets and ensuring that the prefixes are used in the intended 
manner. A second question is whether or not a prefix for the global internet can 
realistically be obtained? The IPv4 address space is not yet exhausted, but really 
convincing arguments must be put forward in order to acquire a slash-eight (/8) prefix. 
But because the overlay network is separate from the global internet, only ICAO has to 
decide on a prefix to be used for that purpose. 

The mobile solution presented in the SARPs and CAMAL documents presupposes that 
the network on the ground is divided up in routing domains, within which the RIP or ISIS 
or OSPF protocols are used, and between two such routing domains the BGP protocol is 
used. Further each aircraft is considered to be a routing domain, and so BGP is used 
between the ground and the air. So BGP is used between two ground-routing domains 
and also between ground and aircraft routing domains. These two uses of BGP are 
considered in turn. 

BGP is used between ground and aircraft primarily because the number of bytes 
exchanged between two BGP-speaking routers is small. This is possible because BGP 
uses TCP, and TCP is a reliable transport mechanism. The reliability means that a BGP 
router need only send its routes (prefixes) once. However, establishing the TCP session 
between the ground and the aircraft is not straightforward, because the two endpoints do 
not know each other’s IP address – a necessary condition for the TCP connection to be 
established. In the SARPs this is circumvented by a protocol on the lower layers being 
used to exchange such addresses, but such a solution is a form of layer violation, and an 
IP solution must be found. It could as simple as one endpoint using DHCP to ask for the 
address. When each endpoint knows the IP address of the other endpoint, the BGP 
connection can be established. The aircraft will send its prefix to the ground, while the 
router on the ground will send a default route to the aircraft. 
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On the ground BGP is used between routing domains. For the mobility solution to work, 
consider the example prefixes from before –  

SAS has been given the prefix 11.2.0.0/16, and this prefix is known at SAS’s home base. 
From this home base, the 11.2.0.0/16 prefix is spread to the ground network. So initially 
any workstation wanting to talk to a workstation in an SAS aircraft will have its packets 
sent to the SAS home base – but the aircraft is not located at the home base, and so the 
packets are dropped. When Harald Viking is attaching to the ground, its 11.2.17.0/24 
prefix is spread in the first routing domain, and then spread only to those routers from 
which the more general prefix 11.2.0.0/16 has been distributed. This way, the home 
prefix is spread out in the entire ground network, but each aircraft prefix is spread only in 
the direction towards the home. 

This way of spreading prefixes is not normal BGP behaviour. Normal BGP behaviour is 
to advertise all prefixes in all directions. If this normal behaviour is modified in any way, 
the BGP router must have one or more policies defined. The typical policy is to 
aggregate a prefix; a somewhat more special policy is to deaggregate a prefix but still 
advertises both aggregates and deaggregates in all directions away from the source. The 
policy defined above for having aircraft mobility is more restrictive, such that the aircraft 
prefix is advertised only in one direction, and this direction is dynamically determined. 
Such policies are not possible on COTS IP routers. 

Furthermore, a number of other tricks must be applied in order to get BGP to work on the 
Air/Ground link. The convention is that between routing domains, the two domains must 
have a unique domain number (denoted an autonomous system number). An 
autonomous system number is of two bytes, and so it is impossible to give a unique 
number to each aircraft, even in an enterprise network. However, because an aircraft is 
always a stub autonomous system (an End Routing Domain), all aircraft can be assigned 
the same autonomous system number. Also the propagation time of a prefix may have to 
be considered: typically a BGP router learning a prefix will await 15 to 30 seconds before 
propagating it to its peers, giving a long delay before the aircraft prefix is known at the 
home base. However, all such parameters are configurable on all commercial routers, 
and so the default behaviour of BGP can be modified. 

4.3.1.1.3.1.3 VPN solution 2: One routing domain using OSPF 
The second solution is for the routing domain on the ground to run OSPF as the only 
protocol. The reason for having the ground network as one routing domain is the 
expected size of the ground network. Looking at the current implementation of ATN, at 
most one hundred ATN routers are in use; and even with a tenfold increase in the 
number of routers, a network with one thousand routers can still be handled within one 
routing domain. For administrative reasons one might want to divide up the ground 
network in smaller domains; each domain corresponding to a geographical region, and 
then OSPF is the obvious choice. 

The ground network is considered to be a dedicated network. Several operators can be 
part of this network; the normal mind set of operators is for the interiors of their networks 
to be invisible to the outside, and therefore the operators use BGP for connecting their 
routing domains to neighbouring routing domains. This is a misconception because the 
ground network should be seen as a collaborative effort on air traffic management, and 
the more openness the better. 

An aircraft, when connecting to ground stations, would need to establish a BGP session 
with the ground, and on that session send its subnet to the ground. Thus the ground 
router runs a BGP session to an aircraft, and whatever is learned there is redistributed as 
external information in the OSPF protocol. 

The OSPF routing protocol is a so-called link state database protocol. This means that 
the information exchanged between OSPF routers has the purpose of synchronizing the 
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link state databases of all the routers. From the link state database the OSPF router will 
derive the routing information. The OSPF link state database consists of three types of 
information: (1) routing information from the OSPF area to which the router belongs 
(which is very detailed), (2) routing information from the other OSPF areas (this is not so 
detailed and is often aggregated, and so is not so abundant), and (3) external routing 
information (which means information coming from outside the routing domain). 

The external routing information has some interesting properties relevant to aircraft 
mobility: (a) external routing information is spread throughout the entire routing domain, 
(b) external routing information is not aggregated, (c) each prefix of external routing 
information is one entry in the link state database, (d) modification of one entry of 
external routing information in the link state database leads to a simple routing 
calculation. 

The external prefixes are the prefixes from the aircraft. The OSPF routers in the ground 
network can learn of these prefixes in several ways. One way is to use BGP on the 
Air/Ground link; another way would be if the aircraft prefix could be constructed such that 
the 24-bit ICAO callsign can be part of the prefix. One particular concern is which metric 
to associate to an aircraft prefix. This concern is relevant if two or more connections are 
established to the aircraft at the same time. Because the aircraft is not part of the OSPF 
routing domain (as this requires too much data to be exchanged on the Air/Ground link), 
the Air/Ground router injecting the prefix into the OSPF routing domain must develop an 
algorithm for assigning the metric to the prefix. 

The OSPF routing protocol spreads the routing information throughout the entire routing 
domain at a fast pace, typically less than one second for passing on an update to the link 
state database, and two seconds for recalculating information in the routing table. 

For the initial advertisement of the prefix, it is advertised over the Air/Ground link. When 
the prefix has reached the OSPF router at the Air/Ground router, about one second 
should be enough for the generation of a new entry to the link state database, then about 
one second for each hop taken by the link state database entry, and then say five 
seconds for OSPF to start the routing calculation and updating the routing table. 

A purely-OSPF approach as suggested here will probably get some performance 
problems when the ground network consists of more than 3000 routers. Also it should be 
considered how many aircraft prefixes will be used. Suppose that the average length of 
time for a trip with an aircraft is three hours and a new OSPF router is visited every 15 
minutes, then an aircraft prefix will be injected from 12 different routers. Also, if 2000 
aircraft are in motion at any time, then 2000 entries are seen in the link state database. If 
the ground network is stable, this number of updates to the link state database is not 
uncommon. 

If an aircraft has two connections to the ground, then the two OSPF routers on the 
ground will inject the same aircraft prefix into the OSPF routing domain. If the aircraft 
wants to decide which of the two links should be preferred, then it must influence the 
metric that the OSPF routers (the Air/Ground routers) attach to the prefix when injecting it 
into the ground routing domain. However, if the same aircraft prefix is advertised on both 
links, the aircraft cannot state that some traffic uses one of the Air/Ground links while 
other traffic takes the other link. 

It is therefore important that airborne routers which have two Air/Ground links are 
configured with access control lists, preventing IP traffic arriving on one of the Air/Ground 
links being routed back over the other Air/Ground link. 

Handoff from the current Air/Ground router to the next Air/Ground router can for example 
be done this way: the current Air/Ground router re-advertises the prefix with an increased 
metric, while the next Air/Ground router advertises the route with a low metric. This way 
existing routes will continue to be in use until superseded by the new route. 
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Should the number of aircraft in motion increase beyond 4000, then the amount of 
routing information to be handled must be reconsidered. 

OSPF for IPv4 is specified in RFC 2327 while OSPF for IPv6 is specified in RFC 2788. 
The OSPF protocol has been in use for ten years, and is the recommended protocol for a 
routing domain. 

4.3.1.1.3.1.4 VPN solution 3: Several routing domains interconnected with BGP 
The third solution is to divide the routing domain up into various autonomous systems, 
running BGP between them. This may make the various aeronautical administrations the 
independent owners of a network, peering with other autonomous networks in the normal 
way. Although BGP has a lot of rules describing how routing information is spread (as 
mentioned above), most such parameters are configurable and fully controlled by the 
aeronautical community, and thus should not represent a problem. Such a solution is 
similar to the ATN network currently in use. 

Thus solution 3 is a modification of solution 2 in case two or more operators cannot find a 
way to cooperate, or if the ground network becomes too large. 

4.3.1.1.3.2 VPN realized as a peer network 
Instead of using an overlay network, a peer network may be used. The idea of peer 
networks comes as a response to the observation that most of the organizations wanting 
to have a VPN do not have the necessary expertise to configure the routers and routing 
protocols. (In fact, the cost of acquiring the routers and the links is negligible compared to 
the cost of personnel to operate those routers.) Each site of the VPN has one connection 
to an ISP. The router in a site is denoted as a customer-edge router, and the peering 
router in the ISP’s domain is denoted as a provider-edge router. The site’s customer-
edge router sends its routes to the ISP’s provider-edge router, and it is the job of the ISP 
to distribute the routing information to all the other sites of the VPN. This is done by using 
BGP, in particular the community attribute of BGP (where each VPN is identified by a 
unique value of the community). This is a fully scalable solution, because adding one site 
means just adding one router on the new site to one of the ISP’s routers. The drawback 
is that the ISP uses BGP, and the configuration of the BGP is no longer in the control of 
the aeronautical community, and therefore the aeronautical community must strive 
towards having a stable routing domain. Therefore the peer model is not a good starting 
point for a routed solution, though it is a good starting point for an IETF mobility solution 
(so far the only such mobility solution for a subnet is NEMO). 

4.3.1.2 Scenario 1’s impact on the Air/Ground link 
Assuming that the aircraft carries a router and that this router has a prefix, its prefix must 
be distributed in the ground network. There are three ways to bring the prefix from the 
aircraft to the ground network, described as variants 1, 2, and 3. 

4.3.1.2.1 Variant 1: use BGP 
In this variant the aircraft and the ground station first assign IP addresses to the two end-
points of the Air/Ground link. The aircraft then opens a BGP session on that link, and 
uses BGP to send the aircraft prefix to the ground. In order to assign IP addresses to the 
end-points, two DHCP packets are used; to set up the TCP session, three IP packets are 
exchanged; to start up the BGP session four TCP packets are exchanged; finally to bring 
the prefix to the ground, two TCP packets are exchanged. Mutual authentication of the 
aircraft and the ground station has not been included. 
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4.3.1.2.2 Variant 2: use RIP on demand circuits 
In this variant a UDP-based routing protocol is used, namely the Routing Information 
Protocol (RIP). Normally, RIP does not have an acknowledgement mechanism. However, 
RFC 2091 covers extension to so-called demand circuits, and there the RIP packets are 
acknowledged. Two, at most three, UDP packets are exchanged on the Air/Ground link. 
This RIP extension is not widely available. Mutual authentication of the aircraft and the 
ground station has not been included. 

4.3.1.2.3 Variant 3: static configuration 
In this variant no routing protocol is used on the Air/Ground link. Instead, when the 
aircraft has obtained connectivity with the ground and sent its flight identifier, the ground 
station makes a lookup in a preconfigured table where flight identifier is mapped to an IP 
subnet. The subnet read in the table is injected into the ground network. In this variant, 
no messages are exchanged on the Air/Ground link and no IP addresses need to be 
allocated for the two end-points of the Air/Ground link. Mutual authentication is done by 
means outside the IP. 

4.3.1.2.4 Other variants 
Sometimes the following argument is brought forward: BGP uses TCP, and TCP 
represents an unwanted overhead on the Air/Ground link, and therefore BGP should be 
reformulated using UDP packets. It is possible to make such a reformulation, but then 
BGP becomes an aeronautical protocol, not validated and used by the networking 
community. If the aeronautical community makes this choice, it is essential that the 
specification is described in a Request for Comment document, in order to attach the 
right network expertise to the specification and review process. 

A further argument has been brought forward: to reformulate the packet exchanges of 
IDRP to IP packet exchanges. If IDRP was reformulated in this way, then mutual 
authentication could be implemented as already specified in the ATN documents. IDRP 
is close to BGP, and only the aeronautical community would want such a reformulation. 
And again, it would be essential that the specification is described in a Request for 
Comment document. 

Neither of these variants is COTS. 

Also it is not a good suggestion to use OSPF on the Air/Ground link. This is because the 
aircraft will almost always only need a default route to the ground, and the OSPF router 
in the aircraft must still have a copy of the link state database, which means the 
exchange of a lot of packets on the Air/Ground link. 

4.3.1.2.5 Common problems with variants 1 and 2 
Variant 1 and variant 2 have one problem in common: May the aircraft’s Air/Ground 
interface have only one IP address at a time, or may it have two IP addresses? For 
example, suppose the aircraft only has VDL Mode 2 Air/Ground coverage. Whilst the 
aircraft is in the vicinity of the base station A, the router in the aircraft is assigned an IP 
address from base station A (say 17.0.0.1). Let the base station A itself have the address 
17.0.0.2. When the aircraft is moving it comes within reach of base station B, from which 
it is assigned the IP address 18.0.0.1, and let base station B have address 18.0.0.2. If 
the aircraft can have only one IP address at a time, then the 17.0.0.1 address must be 
removed before the 18.0.0.1 address can be assigned. This has the consequence in the 
ground network that the aircraft prefix will be removed from base station A before the 
same prefix can be announced from base station B. This is a break-before-make 
situation. If this problem is present, extraordinary requirements are put on the distribution 
of routing information in the ground network and convergence of the routing plan in the 
ground network. 
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The problem disappears if the aircraft is able to have two IP addresses simultaneously 
(i.e. have addresses 17.0.0.1 and 18.0.0.1 at the same time). Then IP traffic on both the 
link from 17.0.0.1 to 17.0.0.2 and the link from 18.0.0.1 to 18.0.0.2 can proceed in 
parallel, and so the prefix of the aircraft can be distributed to the ground via base station 
B before withdrawing the prefix of the aircraft via base station A. This represents a make-
before-break solution. In particular if the route via base station A is given a high metric 
and the route via base station B is given a low metric, packets to the loopback interface 
will be routed to base station B before the router to base station A is withdrawn. In this 
make-before-break case, the any normal routing protocol can be used, provided that use 
of the new link is initiated a reasonable period of time before the existing link is removed. 

4.3.1.3 Scenario 1’s impact on end nodes and end applications 

4.3.1.3.1 Size of packets exchanged between end nodes 
Assume a small number of payload data, say 247 bytes, is to be exchanged between two 
end nodes. If sent as an UDP packet, the entire IP packet will have the size 20 + 8 + 247 
bytes. Such a UDP packet is guaranteed to arrive in the remote end as one packet. This 
is because IPv4 requires that any layer 2 mechanism must be able to transmit at least 
576 bytes as one packet (and should IPv6 be used, the layer 2 mechanism must be able 
to transmit at least 1280 bytes). This is written in RFC 2460. Should a link (e.g. an 
Air/Ground link) not be able to send 576 bytes as one packet, this link may use a link-
local fragmentation, but the fragments generated at one end must be reassembled in the 
other end before being transmitted. Thus the fragmentation is not visible at the IP layer. 

If the 247 bytes of payload is instead transmitted as TCP, the entire IP packet will have 
size 20 + 20 + 247 bytes. Because TCP has a flow control, TCP may actually decide to 
send the bytes in two packets. 

Now assume a large number of payload data, say 2500 bytes, is to be transmitted. The 
resulting UDP packet will have 20 + 8 + 2500 bytes. Almost certainly, Ethernet will be 
used in the ground network, supporting frames of 1500 bytes. Thus the UDP packet is to 
be fragmented. With IPv4, fragmentation can be made at intermediate routers; for IPv6, 
end nodes must make the fragmentation. 

If the payload data is to be transmitted using TCP, a window control mechanism is used 
to adjust the size of TCP packets such that all data arrives. 

Some IP protocols have taken these considerations into account. For example, the RIP 
protocol has specified that RIP payload data must be sent in chunks of size no larger 
than 512 bytes. Similarly for DNS payload data. Both RIP and DNS makes use of UDP. A 
router having many routes to distribute using RIP must send many RIP packets. RIP is 
said to use semantic fragmentation. 

One conclusion to be drawn from this is that aeronautical applications should consider 
semantic fragmentation. Semantic fragmentation is useful for applications using UDP. 
Semantic fragmentation is irrelevant for applications using TCP. 

4.3.1.3.2 Multihoming of end nodes 
In order for a host to attract traffic on different physical interfaces, the host is multihomed. 
This also means each physical interface has its own IP address. Because the IP 
addresses are bound to the physical interface, it is not possible to move a TCP session 
from one physical interface to another (since TCP sessions are specific to IP addresses). 
One way to achieve the benefit of having two physical interfaces is to let the host have 
an additional logical interface. Such a logical interface is a software interface which is in 
use whenever the host is in power. On a router a logical interface is most often denoted 
as a loopback interface, although no traffic is looped back. To benefit from logical 
interfaces, the host should run a routing protocol on the two (or more) physical interfaces, 
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and should use the routing protocol for announcing the prefix associated with the 
loopback interface. 

Between virtual addresses, TCP is used, so any existing protocols may be used. 

4.3.1.3.3 Impact on ground nodes 
Another way to offer redundancy is to have two hosts offering the same service, say YZ 
service, each host has one physical interface. In that case each host must have at least 
one active loopback interface. Suppose host A has the loopback interface with prefix 
192.1.1.0/24, whereas host B has the loopback interface with prefix 192.1.2.0/24. One of 
the hosts, say host A, has an addition second active loopback interface, say with prefix 
200.1.1.0/24. Host A has to use a routing protocol to announce 192.1.1.0/24 and 
200.1.1.0/24, while host B has to announce only 192.1.2.0/24. Such a construction can 
be used the way, that any attempt from a remote end node to use service YZ is done by 
contacting an IP address in the 200.1.1.0/24 prefix, and the response from YZ is to 
nominate an IP address either in 192.1.1.0/24 or in 192.1.2.0/24. This way, if host A dies, 
connections hosted on host A are lost, but connections to host B remains intact. For this 
to work, of course the two hosts must run a protocol between themselves, in which the 
mastership of the 200.1.1.0/24 prefix is decided. Only one of the hosts will announce this 
default prefix. 

4.3.1.3.4 Impact on aircraft node 
A similar construction can be made in the aircraft. The aircraft usually has one router with 
two interfaces. Two loopback interfaces can be realized, one for each interface, and also 
a general one for the router. For such an airborne router, the two loopback interfaces 
could be 172.1.1.17/28 to be distributed over the VDL Air/Ground link and 172.1.1.33/28 
to be distributed over the satellite Air/Ground link, whereas the general interface 
172.1.1.1/28 can be distributed on both links. 

4.3.2 Scenario 1 Review Against Assessment Criteria 

Criteria Level Notes 

1. Meets Application Requirements 10  

2. Meets Safety Requirements 5 Air/Ground Routers are unlikely 
to be COTS and have to be 
certified/Approved 

3. Maximizes COTS Potential 5 Air/Ground Routers are unlikely 
to be COTS  

4. Provides an Economic Benefit 5 Neutral compared with current 
ATN 

5. Provides a Performance Benefit 5 Neutral compared with current 
ATN 

6. Portability Requirements 10 No impact on applications 

7. Integration into the Ground 
Environment 

10 ATSU Comms requirements are 
COTS 
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8. Integration into the Airborne 
Environment 

5 Neutral compared with current 
ATN.  

9. Provides Flexibility/ is Future Proofed 10 Can support all applications and 
transport protocols 

10. Product Availability 4 Air/ground Router and Airborne 
Router need to be developed 

11. Potential Transition Path from Current 
ATN SARPs compliant systems 

10 Leverages off existing 
experience 

12. Ease of airborne certification 5 Neutral compared with current 
ATN 

 

4.3.3 Security Assessment 
Assuming end-to-end communication is protected by an end-to-end IPsec tunnel, the 
following vulnerabilities against DoS Attacks have been identified: 

1. Injection of false routing information 

2. Network saturation 

IPsec tunnels for router-to-router communications are recommended as the principle 
means of mitigation for (1). This is expected to be a COTS solution for IPv6 but not for 
IPv4. 

In order to protect against vulnerability (2), the ground IP Network supporting Air/Ground 
Communications should not be connected to the public internet. 

4.3.4 Other Issues 
1. It has been observed that with an OSPF-based routing solution, there may be 

institutional issues interconnecting Air/Ground networks operated by different 
organizations. 

2. A Decision Process is needed to initiate the exchange of routing information 
following an aircraft’s attachment to an Air/Ground network, and the setting up of 
an IPsec tunnel between the Air/Ground and Airborne Router. 

4.3.5 Conclusion 
The following five elements have been considered: 

• Ensuring that the size of payload data is small, for example realized using 
semantic fragmentation, to avoid fragmentation of IP packets. 

• Using logical interfaces (denoted loopback interfaces) ensures independence of IP 
addresses assigned to physical interfaces. 

• Using several hosts to offer the same service. 

• Ensuring an Air/Ground interface of an aircraft can have two IP addresses at the 
same time. 

• Spreading IP prefixes by routing protocols in the ground network to ensure 
reachability. 
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These five elements are independent choices, and in particular the use of logical 
interfaces allows the two end nodes to authenticate each other using IKE before 
transmitting any payload data. 

4.4 Scenario #2: Using Mobile IPv6 

4.4.1 Description 

4.4.1.1 Overview of Mobile IPv6 
IETF RFC 3775 (“Mobility Support in IPv6”) specifies a protocol which allows nodes to 
remain reachable whilst moving around in the IPv6 Internet. Without specific support for 
mobility in IPv6, packets addressed to a mobile node would not be able to reach it whilst 
the mobile node is away from its home link. In order to continue communication in spite 
of its movement, a mobile node could change its IP address each time it moves to a new 
link, but the mobile node would then not be able to maintain transport and higher-layer 
connections when changing location. Mobility support in IPv6 is particularly important, as 
mobile computers are likely to account for a majority (or at least a substantial fraction) of 
the population of the Internet during the lifetime of IPv6. 

The protocol defined in RFC 3775, known as Mobile IPv6, allows a mobile node to move 
from one link to another without changing its Home Address. Packets may be routed to 
the mobile node using this address regardless of the mobile node’s current point of 
attachment to the Internet. The mobile node may also continue to communicate with 
other nodes (stationary or mobile) after moving to a new link. The movement of a mobile 
node away from its home link is thus transparent to transport and higher-layer protocols 
and applications. 

The Mobile IPv6 protocol is just as suitable for mobility across homogeneous media as 
across heterogeneous media. For example, Mobile IPv6 facilitates node movement from 
one Ethernet segment to another as well as it facilitates node movement from an 
Ethernet segment to a wireless LAN cell, with the mobile node’s IP address remaining 
unchanged in spite of such movement. 

One can think of the Mobile IPv6 protocol as solving the network layer mobility 
management problem. Some mobility management applications – for example, handover 
among wireless transceivers, each of which covers only a very small geographic area – 
have been solved by using link-layer techniques. For example, in many current wireless 
LAN products, link-layer mobility mechanisms allow a “handover” of a mobile node from 
one cell to another, re-establishing link-layer connectivity to the node in each new 
location. 

A recent trial of Mobile IPv6 supporting secure mobile networking took place ONBOARD 
the USCGC Neah Bay in Cleveland, Ohio on November 6th, 2002 (see 
http://roland.grc.nasa.gov/~ivancic/secure_mobile_networks/smn.html). 

4.4.1.1.1 Basic Operation of Mobile IPv6 
A mobile node is always expected to be addressable at its Home Address, whether it is 
currently attached to its home link or is away from home. The Home Address is an IP 
address assigned to the mobile node within its home subnet prefix on its home link. 
While a mobile node is at home, packets addressed to its Home Address are routed to 
the mobile node’s home link, using conventional internet routing mechanisms. 

Whilst a mobile node is attached to some foreign link away from home, it is also 
addressable at one or more Care-of addresses. A Care-of address is an IP address 
associated with a mobile node that has the subnet prefix of a particular foreign link. The 
mobile node can acquire its Care-of address through conventional IPv6 mechanisms, 

http://roland.grc.nasa.gov/~ivancic/secure_mobile_networks/smn.html
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such as stateless or stateful auto-configuration. As long as the mobile node stays in this 
location, packets addressed to this Care-of address will be routed to the mobile node. 
The mobile node may also accept packets from several Care-of addresses, such as 
when it is moving but still reachable at the previous link. 

The association between a mobile node’s Home Address and Care-of address is known 
as a “binding” for the mobile node. Whilst away from home, a mobile node registers its 
primary Care-of address with a router on its home link, requesting this router to function 
as the Home Agent for the mobile node. The mobile node performs this binding 
registration by sending a Binding Update message to the Home Agent. The Home Agent 
replies to the mobile node by returning a Binding Acknowledgement message. 

Any node communicating with a mobile node is referred to as a correspondent node of 
the mobile node, and may itself be either a stationary node or a mobile node. Mobile 
nodes can provide information about their current location to correspondent nodes. This 
happens through the correspondent registration. As a part of this procedure, a return 
routability test is performed in order to authorize the establishment of the binding. 

There are two possible modes for communications between the mobile node and a 
correspondent node. The first mode, “bidirectional tunnelling”, does not require Mobile 
IPv6 support from the correspondent node and is available even if the mobile node has 
not registered its current binding with the correspondent node. Packets from the 
correspondent node are routed to the Home Agent and then tunnelled to the mobile 
node. Packets to the correspondent node are tunnelled from the mobile node to the 
Home Agent (“reverse tunnelled”) and are then routed normally from the home network 
to the correspondent node. (See Figure 4-1) 

In this mode, the Home Agent uses proxy Neighbour Discovery to intercept any IPv6 
packets addressed to the mobile node’s Home Address (or addresses) on the home link. 
Each intercepted packet is tunnelled to the mobile node’s primary Care-of address. This 
tunnelling is performed using IPv6 encapsulation. 
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Figure 4-1 Mobile IPv6 bidirectional tunnelling 

The second mode, “route optimization”, requires the mobile node to register its current 
binding at the correspondent node. Packets from the correspondent node can be routed 
directly to the Care-of address of the mobile node. When sending a packet to any IPv6 
destination, the correspondent node checks its cached bindings for an entry for the 
packet’s destination address. If a cached binding for this destination address is found, 
the node uses a new type of IPv6 routing header to route the packet to the mobile node 
by way of the Care-of address indicated in this binding. (See Figure 4-2) 
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Figure 4-2 Mobile IPv6 route optimization 

Routing packets directly to the mobile node’s Care-of address allows the shortest 
communications path to be used. It also eliminates congestion at the mobile node’s 
Home Agent and home link. In addition, the impact of any possible failure of the Home 
Agent or of networks on the path to or from it is reduced. 

When routing packets directly to the mobile node, the correspondent node sets the 
Destination Address in the IPv6 header to the Care-of address of the mobile node. A new 
type of IPv6 routing header is also added to the packet to carry the desired Home 
Address. Similarly, the mobile node sets the Source Address in the packet’s IPv6 header 
to its current Care-of address. The mobile node adds a new IPv6 “Home Address” 
destination option to carry its Home Address. The inclusion of Home Addresses in these 
packets makes the use of the Care-of address transparent above the network layer (for 
example at the transport layer). 

Mobile IPv6 also provides support for multiple Home Agents, and gives limited support 
for the reconfiguration of the home network. In these cases, the mobile node may not 
know the IP address of its own Home Agent, and even the home subnet prefixes may 
change over time. A mechanism, known as “dynamic Home Agent address discovery”, 
allows a mobile node to dynamically discover the IP address of a Home Agent on its 
home link, even when the mobile node is away from home. Mobile nodes can also learn 
new information about home subnet prefixes through the “mobile prefix discovery” 
mechanism. 

4.4.1.1.2 Overview of Mobile IPv6 Security 
In Mobile IPv6, most of the potential threats are concerned with false Bindings, usually 
resulting in Denial of Service (DoS) attacks. Some of the threats also pose potential for 
Man-in-the-Middle, Hijacking, Confidentiality, and Impersonation attacks. The main 
threats this protocol protects against are the following: 
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o Binding Update threats 

Threats involving Binding Updates sent to Home Agents and correspondent nodes. 
For instance, an attacker might claim that a certain mobile node is currently at a 
different location than is actually the case. If a Home Agent accepts such spoofed 
information, the mobile node might not get traffic addressed to it. Similarly, a malicious 
(mobile) node might use the Home Address of a victim node in a forged Binding 
Update sent to a correspondent node. 

 

Figure 4-3 Mobile IPv6 binding update forgery 

This poses threats against confidentiality, integrity and availability. That is, an attacker 
might learn the contents of packets destined to another node by redirecting the traffic 
to itself. Furthermore, an attacker might use the redirected packets in an attempt to set 
itself as a Man-in-the-Middle between a mobile and a correspondent node. This would 
allow the attacker to impersonate the mobile node, leading to integrity and availability 
problems. 

A malicious (mobile) node might also send Binding Updates, in which the Care-of 
address is set to the address of a victim node. If such Binding Updates were accepted, 
the malicious node could lure the correspondent node into sending potentially large 
amounts of data to the victim; the correspondent node’s replies to messages sent by 
the malicious mobile node will be sent to the victim host or network. This could be 
used to cause a Distributed Denial-of-Service attack. For example, the correspondent 
node might be a site that will send a high-bandwidth stream of video to anyone who 
asks for it. Note that the use of flow-control protocols such as TCP does not 
necessarily defend against this type of attack, because the attacker can fake the 
acknowledgements. Even keeping TCP initial sequence numbers secret does not help, 
because the attacker can receive the first few segments (including the ISN) at its own 
address, and only then redirect the stream to the victim’s address. These types of 
attacks may also be directed to networks instead of nodes. 
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An attacker might also attempt to disrupt a mobile node’s communications by replaying 
a Binding Update that the node had sent earlier. If the old Binding Update was 
accepted, packets destined for the mobile node would be sent to its old location as 
opposed to its current location. 

In conclusion, there are Denial-of-Service, Man-in-the-Middle, Confidentiality, and 
Impersonation threats against the parties involved in sending legitimate Binding 
Updates, and Denial-of-Service threats against any other party. 

o Payload packet threats 

Payload packets exchanged between mobile nodes are exposed to similar threats as 
that of regular IPv6 traffic. However, Mobile IPv6 introduces the Home Address 
destination option, a new routing header type (type 2), and uses tunnelling headers in 
the payload packets. The protocol must protect against potential new threats involving 
the use of these mechanisms. 

Third parties become exposed to a reflection threat via the Home Address destination 
option, unless appropriate security precautions are followed. The Home Address 
destination option could be used to direct response traffic toward a node whose IP 
address appears in the option. In this case, ingress filtering would not catch the forged 
“return address”. 

A similar threat exists with the tunnels between the mobile node and the Home Agent. 
An attacker might forge tunnel packets between the mobile node and the Home Agent, 
making it appear that the traffic is coming from the mobile node when it is not. Note 
that an attacker who is able to forge tunnel packets would typically also be able to 
forge packets that appear to come directly from the mobile node. This is not a new 
threat as such. However, it may make it easier for attackers to escape detection by 
avoiding ingress filtering and packet tracing mechanisms. Furthermore, spoofed tunnel 
packets might be used to gain access to the home network. 

Finally, a routing header could also be used in reflection attacks, and in attacks 
designed to bypass firewalls. The generality of the regular routing header would allow 
circumvention of IP address-based rules in firewalls. It would also allow reflection of 
traffic to other nodes. These threats exist with routing headers in general, even if the 
usage that Mobile IPv6 requires is safe. 

o Threats associated with dynamic Home Agent and mobile prefix discovery. 

An attacker could persuade a Mobile Node to use a false Home Agent (Home Agent 
Masquerade). 

o Threats against the Mobile IPv6 security mechanisms 

An attacker might, for instance, lure the participants into executing expensive 
cryptographic operations or allocating memory for the purpose of keeping state. The 
victim node would have no resources left to handle other tasks. 

As a fundamental service in an IPv6 stack, Mobile IPv6 is expected to be deployed in 
most nodes of the IPv6 Internet. The above threats should therefore be considered as 
being applicable to the whole Internet. 

It should also be noted that some additional threats result from movements as such, 
even without the involvement of mobility protocols. Mobile nodes must be capable of 
defending themselves in the networks that they visit, as typical perimeter defences 
applied in the home network will no longer protect them. 

Protecting the Binding Updates that are sent to Home Agents and those that are sent to 
arbitrary correspondent nodes requires very different security solutions due to the 
different situations. 



Mobility and Security in the FCS 

 

Version: 1.0 Date: 22-Jan-2007 Page: 38 

Mobile nodes and Home Agents are naturally expected to be subject to the network 
administration of the home domain. Thus, they can and are supposed to have a security 
association that can be used to reliably authenticate the exchanged messages. 

It is expected that Mobile IPv6 route optimization will be used on a global basis between 
nodes belonging to different administrative domains. It would be a very demanding task 
to build an authentication infrastructure on this scale. Furthermore, a traditional 
authentication infrastructure cannot easily be used to authenticate IP addresses because 
IP addresses can change often. It is not sufficient to just authenticate the mobile nodes; 
Authorization to claim the right to use an address is needed as well. Thus, an 
“infrastructureless” approach is necessary. The chosen infrastructureless method is 
known as Return Routability Procedure (detailed in section 4.4.1.1.2.2.1). 

Specific rules guide the use of the Home Address destination option, the routing header, 
and the tunnelling headers in the payload packets. These rules are necessary to remove 
the vulnerabilities associated with their unrestricted use. 

Denial-of-Service threats against Mobile IPv6 security mechanisms themselves concern 
mainly the Binding Update procedures with correspondent nodes. The protocol has been 
designed to limit the effects of such attacks. 

4.4.1.1.2.1 Binding Updates to Home Agents 
The mobile node and its Home Agent use an IPsec security association to protect the 
integrity and authenticity of the Binding Updates and Acknowledgements. Both the 
mobile nodes and the Home Agents use the Encapsulating Security Payload (ESP) 
header in transport mode and a payload authentication algorithm to provide data origin 
authentication, connectionless integrity and optional anti-replay protection. 

In order to protect messages exchanged between the mobile node and the Home Agent 
with IPsec, appropriate security policy database entries must be created. A mobile node 
must be prevented from using its security association to send a Binding Update on behalf 
of another mobile node using the same Home Agent. This is achieved by having the 
Home Agent check that the given Home Address has been used with the right security 
association. Such a check is provided in the IPsec processing, by having the security 
policy database entries unequivocally identify a single security association for protecting 
Binding Updates between any given Home Address and Home Agent. In order to make 
this possible, it is necessary that the Home Address of the mobile node is visible in the 
Binding Updates and Acknowledgements. The Home Address is used in these packets 
as a source or destination, or in the Home Address Destination option or the type 2 
routing header. 

4.4.1.1.2.2 Binding Updates to Correspondent Nodes 
The protection of Binding Updates sent to correspondent nodes does not require the 
configuration of security associations or the existence of an authentication infrastructure 
between the mobile nodes and correspondent nodes. Instead, a method called the 
“return routability procedure” is used to assure that the right mobile node is sending the 
message. This method does not protect against attackers who are on the path between 
the home network and the correspondent node. However, attackers in such a location 
are capable of performing the same attacks even without Mobile IPv6. The main 
advantage of the return routability procedure is that it limits the potential attackers to 
those having an access to one specific path in the internet, and avoids forged Binding 
Updates from anywhere else in the internet. 

The integrity and authenticity of the Binding Updates messages to correspondent nodes 
is protected by using a keyed-hash algorithm. The binding management key, Kbm, is 
used to key the hash algorithm for this purpose. Kbm is established using data 
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exchanged during the return routability procedure. The data exchange is accomplished 
by use of node keys, nonces3, cookies, tokens, and certain cryptographic functions. 

Each correspondent node has a secret key, Kcn, called the “node key”, which it uses to 
produce the keygen tokens sent to the mobile nodes. 

The node key is a random number, 20 octets in length. The node key allows the 
correspondent node to verify that the keygen tokens used by the mobile node in 
authorizing a Binding Update are indeed its own. This key must not be shared with any 
other entity. 

A correspondent node may generate a fresh node key at any time; this avoids the need 
for secure persistent key storage. 

Each correspondent node also generates nonces at regular intervals. A nonce is an octet 
string of any length. The recommended length is 64 bits. They are generated by using a 
random number generator with good randomness properties. A correspondent node may 
use the same Kcn and nonce with all the mobiles it is in communication with. 

Each nonce is identified by a nonce index. When a new nonce is generated, it is 
associated with a new nonce index; this may be done, for example, by incrementing the 
value of the previous nonce index, if the nonce index is used as an array pointer into a 
linear array of nonces. However, there is no requirement that nonces be stored that way, 
or that the values of subsequent nonce indices have any particular relationship to each 
other. The index value is communicated in the protocol, so that if a nonce is replaced by 
a new nonce during the run of a protocol, the correspondent node can distinguish 
messages that should be checked against the old nonce from messages that should be 
checked against the new nonce. Strictly speaking, indices are not necessary in the 
authentication, but allow the correspondent node to efficiently find the nonce value that it 
used in creating a keygen token. 

Correspondent nodes keep both the current nonce and a small set of valid previous 
nonces whose lifetime has not yet expired. Expired values are discarded, and messages 
using stale4 or unknown indices will be rejected. 

The return routability address test procedure uses cookies and keygen tokens as opaque 
values within the test init and test messages, respectively. 

The “home init cookie” and “care-of init cookie” are 64-bit values sent to the 
correspondent node from the mobile node, and later returned to the mobile node. The 
home init cookie is sent in the Home Test Init message, and returned in the Home Test 
message. The care-of init cookie is sent in the Care-of Test Init message, and returned in 
the Care-of Test message. 

The “home keygen token” and “care-of keygen token” are 64-bit values sent by the 
correspondent node to the mobile node via the Home Agent (via the Home Test 
message) and the Care-of address (via the Care-of Test message), respectively. 

The mobile node sets the home init or care-of init cookie to a newly generated random 
number in every Home or Care-of Test Init message it sends. The cookies are used to 
verify that the Home Test or Care-of Test message matches the Home Test Init or Care-
of Test Init message, respectively. These cookies also serve to ensure that parties who 
have not seen the request cannot spoof responses. 

Home and care-of keygen tokens are produced by the correspondent node based on its 
currently active secret key (Kcn) and nonces, as well as the home or Care-of address 

                                                   
3 Defined by RFC 3775 to be an octetstring of any length and used only once. 
4 Out of Date 
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(respectively). A keygen token is valid as long as both the secret key (Kcn) and the 
nonce used to create it are valid. 

4.4.1.1.2.2.1 Return Routability Procedure 
The Return Routability Procedure enables the correspondent node to obtain confirmation 
that the mobile node is in fact addressable at its claimed Care-of address as well as at its 
Home Address. Only with this assurance is the correspondent node able to accept 
Binding Updates from the mobile node which would then instruct the correspondent node 
to direct that mobile node’s data traffic to its claimed Care-of address. 

This is done by testing whether packets addressed to the two claimed addresses are 
routed to the mobile node. The mobile node can pass the test only if it is able to supply 
proof that it received certain data (the “keygen tokens”) which the correspondent node 
sends to those addresses. These data are combined by the mobile node into a binding 
management key (Kbm). 

The Home and Care-of Test Init messages are sent at the same time. The procedure 
requires very little processing at the correspondent node, and the Home and Care-of 
Test messages can be returned quickly, perhaps nearly simultaneously. These four 
messages form the return routability procedure, illustrated in Figure 4-4. 

  

Figure 4-4 Mobile IPv6 return routability 

1. Home Test Init 

A mobile node sends a Home Test Init message to the correspondent node (via the 
Home Agent) to acquire the home keygen token. The Home Test Init message conveys 
the mobile node’s Home Address to the correspondent node. The mobile node also 
sends along a home init cookie that the correspondent node must return later. The Home 
Test Init message is reverse-tunnelled through the Home Agent. The mobile node 
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remembers these cookie values to obtain some assurance that its protocol messages are 
being processed by the desired correspondent node. 

2. Care-of Test Init 

The mobile node sends a Care-of Test Init message to the correspondent node (directly, 
not via the Home Agent) to acquire the care-of keygen token. The Care-of Test Init 
message conveys the mobile node’s Care-of address to the correspondent node. The 
mobile node also sends along a care-of init cookie that the correspondent node must 
return later. The Care-of Test Init message is sent directly to the correspondent node. 

3. Home Test 

The Home Test message is sent in response to a Home Test Init message. It is sent via 
the Home Agent. When the correspondent node receives the Home Test Init message, it 
generates a home keygen token. The home keygen token tests that the mobile node can 
receive messages sent to its Home Address. Kcn is used in the production of home 
keygen token in order to allow the correspondent node to verify that it generated the 
home and care-of nonces, without forcing the correspondent node to remember a list of 
all the tokens it has handed out. 

The Home Test message is sent to the mobile node via the home network, where it is 
presumed that the Home Agent will tunnel the message to the mobile node. This means 
that the mobile node needs to already have sent a Binding Update to the Home Agent, 
so that the Home Agent will have received and authorized the new Care-of address for 
the mobile node before the return routability procedure. For improved security, the data 
passed between the Home Agent and the mobile node is made immune to inspection 
and passive attacks. Such protection is gained by encrypting the home keygen token as 
it is tunnelled from the Home Agent to the mobile node. 

The home init cookie from the mobile node is returned in the Home Test message, to 
ensure that the message comes from a node on the route between the Home Agent and 
the correspondent node. 

The home nonce index is delivered to the mobile node to later allow the correspondent 
node to efficiently find the nonce value that it used in creating the home keygen token. 

4. Care-of Test 

This message is sent in response to a Care-of Test Init message. This message is not 
sent via the Home Agent, it is sent directly to the mobile node. 

When the correspondent node receives the Care-of Test Init message, it generates a 
care-of keygen token. 

The care-of init cookie from the Care-of Test Init message is returned to ensure that the 
message comes from a node on the route to the correspondent node. 

The care-of nonce index is provided to identify the nonce used for the care-of keygen 
token. The home and care-of nonce indices may be the same, or different, in the Home 
and Care-of Test messages. 

When the mobile node has received both the Home and Care-of Test messages, the 
return routability procedure is complete. As a result of the procedure, the mobile node 
has the data it needs to send a Binding Update to the correspondent node. The mobile 
node hashes the tokens together to form a 20-octet binding management key (Kbm). 

A Binding Update may also be used to delete a previously established binding. In this 
case, the care-of keygen token is not used. 

Note that the correspondent node does not create any state specific to the mobile node 
until it receives the Binding Update from that mobile node. The correspondent node does 
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not maintain the value for the binding management key Kbm; it creates Kbm when given 
the nonce indices and the mobile node’s addresses. 

4.4.1.1.2.3 Authorizing Binding Management Messages 
After the mobile node has created the Kbm, it can supply a verifiable Binding Update to 
the correspondent node. 

To authorize a Binding Update, the mobile node creates a Kbm from the keygen tokens 
as described in the previous section. 

The Binding Update contains a Nonce Indices option, indicating to the correspondent 
node which home and care-of nonces were used to compute the Kbm. 

Once the correspondent node has verified the Binding Update, it can create a Binding 
Cache entry for the mobile. 

The Binding Update is in some cases acknowledged by the correspondent node. The 
Binding Acknowledgement contains the same sequence number as the Binding Update. 

Bindings established with correspondent nodes using keys created by way of the return 
routability procedure must not exceed 420 seconds. 

The value in the Source Address field in the IPv6 header carrying the Binding Update is 
normally also the Care-of address which is used in the binding. However, a different 
Care-of address may be specified by including an Alternate Care-of Address mobility 
option in the Binding Update. When such a message is sent to the correspondent node 
and the return routability procedure is used as the authorization method, the Care-of Test 
Init and Care-of Test messages are performed for the address in the Alternate Care-of 
Address option (not the Source Address). 

Binding Updates may also be sent to delete a previously established binding. In this 
case, generation of the binding management key depends exclusively on the home 
keygen token and the care-of nonce index is ignored. 

4.4.1.1.2.4 Preventing Replay Attacks 
The return routability procedure also protects the participants against replayed Binding 
Updates through the use of the sequence number and a Message Authentication Code 
(MAC). Care must be taken when removing bindings at the correspondent node, 
however. Correspondent nodes must retain bindings and the associated sequence 
number information at least as long as the nonces used in the authorization of the 
binding are still valid. Alternatively, if memory is very constrained, the correspondent 
node may invalidate the nonces that were used for the binding being deleted (or some 
larger group of nonces that they belong to). This may, however, impact the ability to 
accept Binding Updates from mobile nodes that have recently received keygen tokens. 
This alternative is therefore recommended only as a last measure. 

4.4.1.1.2.5 Payload Packets 
Payload packets exchanged with mobile nodes can be protected in the usual manner, in 
the same way as stationary hosts can protect them. However, Mobile IPv6 introduces the 
Home Address destination option, a routing header, and tunnelling headers in the 
payload packets. 

This specification limits the use of the Home Address destination option to the situation 
where the correspondent node already has a Binding Cache entry for the given home 
address. This avoids the use of the Home Address option in attacks. 
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Mobile IPv6 uses a Mobile IPv6-specific type of routing header, which provides the 
necessary functionality but does not open vulnerabilities. 

Tunnels between the mobile node and the Home Agent are protected by ensuring proper 
use of source addresses, and optional cryptographic protection. The mobile node verifies 
that the outer IP address corresponds to its Home Agent. The Home Agent verifies that 
the outer IP address corresponds to the current location of the mobile node (Binding 
Updates sent to the Home Agents are secure). The Home Agent identifies the mobile 
node through the source address of the inner packet. These measures protect the 
tunnels against vulnerabilities. 

4.4.1.2 Aircraft Mobility Management with Mobile IPv6 
The previous section provided a general overview of the Mobile IPv6 protocol and 
security mechanisms. However, the purpose of this document is to describe a mobility 
management architecture for Air/Ground communications using Mobile IPv6 to manage 
aircraft mobility. This approach makes the following assumptions: 

a) Every aircraft can be seen as a Mobile IPv6 host, i.e. as a mobile computer running 
the IPv6 protocol stack and implementing Mobile IPv6 functionality. 

b) A number of IPv6 networks are available to the aircraft throughout the flight. Each of 
these networks may be based on a different radio access technology. Therefore, the 
aircraft must have multiple network interfaces, one for each radio access technology, 
and must be able to use these interfaces simultaneously. 

c) A router exists in the aircraft’s home network that can act as a Mobile IPv6 Home 
Agent for the aircraft while it is away from home. 

d) For route optimization, the correspondent node (the end host running the peer 
application with which the aircraft application is communicating) must also implement 
Mobile IPv6. 

Under these assumptions, aircraft may roam seamlessly across multiple IPv6 networks 
throughout the flight, maintaining their transport-level connections and thus enjoying 
uninterrupted end-to-end communications. 

4.4.1.2.1 Packet Processing 

4.4.1.2.1.1 Sending Packets While Away from Home 
While an aircraft is away from home, it continues to use its home IP address, as well as 
also using one or more Care-of addresses. When sending a packet while away from 
home, the aircraft may choose among these in selecting the address that it will use as 
the source of the packet, as follows: 

- Protocols layered over IP will generally treat the aircraft’s home IP address as its IP 
address for most packets. For packets sent that are part of transport-level 
connections established whilst the aircraft was at home, the aircraft uses its Home 
Address. Likewise, for packets sent that are part of transport-level connections that 
the aircraft may still be using after moving to a new location, the aircraft uses its 
Home Address in this way. If a binding exists, the aircraft sends the packets directly 
to the correspondent node. Otherwise, if a binding does not exist, the aircraft uses 
reverse tunnelling. 

- The aircraft may choose to directly use one of its Care-of addresses as the source of 
the packet, not requiring the use of a Home Address option in the packet. This is 
particularly useful for short-term communication that may easily be retried if it fails. 
Using one of the aircraft’s Care-of addresses as the source for such queries will 
generally have a lower overhead than using the aircraft’s Home Address, since no 
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extra options need be used in either the query or its reply. Such packets can be 
routed normally, directly between their source and destination without relying on 
Mobile IPv6. If an application running on the aircraft has no particular knowledge that 
the communication being sent fits within this general type of communication, 
however, the aircraft should not use any of its Care-of addresses as the source 
address of the packet in this way. 

- While not at its home link, the aircraft must not use the Home Address destination 
option when communicating with link-local or site-local peers, if the scope of the 
Home Address is larger than the scope of the peer’s address. Similarly, the aircraft 
must not use the Home Address destination option for IPv6 Neighbour Discovery 
packets. 

For packets sent by the aircraft whilst it is at home, no special Mobile IPv6 processing is 
required. Likewise, if the aircraft uses any address other than its Home Address as the 
source of a packet sent while away from home, no special Mobile IPv6 processing is 
required. In either case, the packet is simply addressed and transmitted in the same way 
as any normal IPv6 packet. 

For packets sent by the aircraft while away from home using the aircraft’s home address 
as the source, special Mobile IPv6 processing of the packet is required. This can be done 
in the following two ways: 

4.4.1.2.1.1.1 Route Optimization 
This manner of delivering packets does not require going through the home network, and 
typically will enable faster and more reliable transmission. 

The aircraft needs to ensure that a Binding Cache entry exists for its Home Address so 
that the correspondent node can process the packet. The aircraft examines its Binding 
Update List for an entry which fulfils the following conditions: 

- The Source Address field of the packet being sent is equal to the Home Address in 
the entry. 

- The Destination Address field of the packet being sent is equal to the address of the 
correspondent node in the entry. 

- One of the current Care-of addresses of the aircraft appears as the Care-of address 
in the entry. 

- The entry indicates that a binding has been successfully created. 

- The remaining lifetime of the binding is greater than zero. 

When these conditions are met, the aircraft knows that the correspondent node has a 
suitable Binding Cache entry. 

The aircraft supplies its home address in a Home Address option, and sets the IPv6 
header’s Source Address field to the Care-of address which the aircraft has registered to 
be used with this correspondent node. The correspondent node will then use the address 
supplied in the Home Address option to serve the function traditionally done by the 
Source IP address in the IPv6 header. The aircraft’s home address is then supplied to 
higher protocol layers and applications. 

Specifically, the aircraft will: 

- Construct the packet using the aircraft’s home address as the packet’s Source 
Address, in the same way as if the aircraft were at home. This includes the 
calculation of upper layer checksums using the Home Address as the value of the 
source. 
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- Insert a Home Address option into the packet with the Home Address field copied 
from the original value of the Source Address field in the packet. 

- Change the Source Address field in the packet’s IPv6 header to one of the aircraft’s 
Care-of addresses. This will typically be the aircraft’s current primary Care-of 
address, but must be an address assigned to the interface on the link being used. 

By using the Care-of address as the Source Address in the IPv6 header, with the 
aircraft’s home address in the Home Address option, the packet will be able to safely 
pass through any router implementing ingress filtering. 

4.4.1.2.1.1.2 Reverse Tunnelling 
This is the mechanism which tunnels the packets via the Home Agent. It is not as 
efficient as the above mechanism, but is needed when no binding has been initiated with 
the correspondent node. 

This mechanism is used for packets that have the aircraft’s home address as the Source 
Address in the IPv6 header, or with multicast control protocol packets. 

Specifically: 

- The packet is sent to the Home Agent using IPv6 encapsulation. 

- The Source Address in the tunnel packet is the primary Care-of address as 
registered with the Home Agent. 

- The Destination Address in the tunnel packet is the Home Agent’s address. 

Then, the Home Agent will pass the encapsulated packet to the correspondent node. 

4.4.1.2.1.2 Receiving Packets While Away from Home 
While away from home, an aircraft will receive packets addressed to its Home Address, 
by one of two methods: 

o Packets sent by a correspondent node which does not have a Binding Cache entry for 
the aircraft, will be sent to the Home Address, captured by the Home Agent and 
tunnelled to the aircraft. 

o Packets sent by a correspondent node that does have a Binding Cache entry for the 
aircraft (that contains the aircraft’s current Care-of address), will be sent by the 
correspondent node using a type 2 routing header. The packet will be addressed to 
the aircraft’s Care-of address, with the final hop in the routing header directing the 
packet to the aircraft’s home address; the processing of this last hop of the routing 
header is entirely internal to the aircraft, since the Care-of address and the Home 
Address are both addresses within the aircraft. 

For packets received by the first method, the aircraft checks that the IPv6 source address 
of the tunnelled packet is the IP address of its Home Agent. The aircraft also processes 
the received packet in the manner defined for IPv6 encapsulation, which will result in the 
encapsulated (inner) packet being processed normally by upper-layer protocols within 
the aircraft as if it had been addressed (only) to the aircraft’s home address. 

For packets received by the second method, the following rules will result in the packet 
being processed normally by upper-layer protocols within the aircraft as if it had been 
addressed to the aircraft’s home address. 

o A node receiving a packet addressed to itself (i.e. one of the node’s addresses is in the 
IPv6 destination field) follows the next header chain of headers and processes them. 
When it encounters a type 2 routing header during this processing, it performs the 
following checks. 
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- The length field in the routing header is exactly 2. 

- The segments left field in the routing header is 1 on the wire. 

- The Home Address field in the routing header is one of the node’s home addresses, 
if the segments left field was 1. Thus, in particular the address field is required to be 
a unicast routable address. 

o If any of these checks fail, the node silently discards the packet. 

o Once the above checks have been performed, the node swaps the IPv6 destination 
field with the Home Address field in the routing header, decrements segments left by 
one from the value it had on the wire, and resubmits the packet to IP for processing 
the next header. 

Conceptually, this follows the same model as in RFC 2460. However, in the case of type 
2 routing header this can be simplified since it is known that the packet will not be 
forwarded to a different node. 

The definition of the Authentication Header (AH) requires the sender to calculate the AH 
integrity check value of a routing header in the same way as it appears in the receiver 
after it has processed the header. Since IPsec headers follow the routing header, any 
IPsec processing will operate on the packet with the Home Address in the IP destination 
field and segments left field being zero. Thus, the AH calculations at the sender and 
receiver will have an identical view of the packet. 

4.4.1.2.2 Movement 

4.4.1.2.2.1 Movement Detection 
The primary goal of movement detection is to detect L3 handovers5. Generic movement 
detection uses Neighbour Unreachability Detection to detect when the default router is no 
longer bi-directionally reachable, in which case the aircraft must discover a new default 
router (usually on a new link). However, this detection only occurs when the aircraft has 
packets to send, and in the absence of frequent Router Advertisements or indications 
from the link-layer, the aircraft might become unaware of an L3 handover that occurred. 
Therefore, the aircraft should supplement this method with other information whenever it 
is available to the aircraft (e.g., from lower protocol layers). 

When the aircraft detects an L3 handover, it performs Duplicate Address Detection on its 
link-local address, selects a new default router as a consequence of Router Discovery, 
and then performs Prefix Discovery with that new router to form new Care-of 
address(es). It then registers its new primary Care-of address with its Home Agent. After 
updating its home registration, the aircraft then updates associated mobility bindings in 
the correspondent nodes with which it is performing route optimization. 

Due to the temporary packet flow disruption and signalling overhead involved in updating 
mobility bindings, the aircraft should avoid performing an L3 handover until it is strictly 
necessary. Specifically, when the aircraft receives a Router Advertisement from a new 
router that contains a different set of on-link prefixes, if the aircraft detects that the 
currently selected default router on the old link is still bi-directionally reachable, it should 
generally continue to use the old router on the old link rather than switch away from it to 
use a new default router. 

The aircraft can use the information in received Router Advertisements to detect L3 
handovers. In doing so, it needs to consider the following issues: 

                                                   
5i.e. when the care of address changes. 
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- There might be multiple routers on the same link, thus hearing a new router does not 
necessarily constitute an L3 handover. 

- When there are multiple routers on the same link they might advertise different 
prefixes. Thus even hearing a new router with a new prefix might not be a reliable 
indication of an L3 handover. 

- The link-local addresses of routers are not globally unique, hence after completing 
an L3 handover the aircraft might continue to receive Router Advertisements with the 
same link-local source address. This might be common if routers use the same link-
local address on multiple interfaces. This issue can be avoided when routers use the 
Router Address (R) bit, since that provides a global address of the router. 

In addition, the aircraft should consider the following events as indications that an L3 
handover may have occurred. Upon receiving such indications, the aircraft needs to 
perform Router Discovery to discover routers and prefixes on the new link. 

- If Router Advertisements that the aircraft receives include an Advertisement Interval 
option, the aircraft may use its Advertisement Interval field as an indication of the 
frequency with which it should expect to continue to receive future Advertisements 
from that router. This field specifies the minimum rate (the maximum amount of time 
between successive Advertisements) that the aircraft should expect. If this amount of 
time elapses without the aircraft receiving any Advertisements from this router, the 
aircraft can be sure that at least one Advertisement sent by the router has been lost. 
The aircraft can then implement its own policy to determine how many lost 
Advertisements from its current default router constitute an L3 handover indication. 

- Neighbour Unreachability Detection determines that the default router is no longer 
reachable. 

- With some types of networks, notification that an L26 handover has occurred might 
be obtained from lower layer protocols or device driver software within the aircraft. 
An L2 handover indication may or may not imply L2 movement and L2 movement 
may or may not imply L3 movement; the correlations might be a function of the type 
of L2 but might also be a function of actual deployment of the wireless topology. 
Unless it is well-known that an L2 handover indication is likely to imply L3 movement, 
instead of immediately multicasting a router solicitation it may be better to attempt to 
verify whether the default router is still bi-directionally reachable. This can be 
accomplished by sending a unicast Neighbour Solicitation and waiting for a 
Neighbour Advertisement with the solicited flag set. If the default router does not 
respond to the Neighbour Solicitation it makes sense to proceed to multicasting a 
Router Solicitation. 

4.4.1.2.2.2 Forming New Care-of Addresses 
After detecting that it has moved, the aircraft generates a new primary Care-of address 
using normal IPv6 mechanisms. This is also done when the current primary Care-of 
address becomes deprecated. An aircraft may form a new primary Care-of address at 
any time, but it must not send a Binding Update about a new Care-of address to its 
Home Agent more than 3 times within a second. 

In addition, an aircraft may form new non-primary Care-of addresses even when it has 
not switched to a new default router. An aircraft can have only one primary Care-of 
address at a time (which is registered with its Home Agent), but it may have an additional 
Care-of address for any or all of the prefixes on its current link. 

                                                   
6 i.e. when the data link changes. 
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Furthermore, since a wireless network interface may actually allow an aircraft to be 
reachable on more than one link at a time (i.e., within wireless transmitter range of 
routers on more than one separate link), an aircraft may have Care-of addresses on 
more than one link at a time. 

In order to form a new Care-of address, an aircraft may use either stateless or stateful 
(e.g., DHCPv6) Address Autoconfiguration. If an aircraft needs to use a source address 
(other than the unspecified address) in packets sent as a part of address 
autoconfiguration, it uses an IPv6 link-local address rather than its own IPv6 Home 
Address. 

4.4.1.2.2.3 Using Multiple Care-of Addresses 
An aircraft may use more than one Care-of address at a time. Particularly in the case of 
many wireless networks, an aircraft might effectively be reachable through multiple links 
at the same time (e.g., with overlapping wireless cells), on which different on-link subnet 
prefixes may exist. The aircraft must ensure that its primary Care-of address always has 
a prefix that is advertised by its current default router. After selecting a new primary 
Care-of address, the aircraft sends a Binding Update containing that Care-of address to 
its Home Agent. 

To assist with smooth handovers, an aircraft may retain its previous primary Care-of 
address as a (non-primary) Care-of address, and still accept packets at this address, 
even after registering its new primary Care-of address with its Home Agent. 

Whenever an aircraft determines that it is no longer reachable through a given link, it 
should invalidate all Care-of addresses associated with address prefixes that it 
discovered from routers on the unreachable link which are not in the current set of 
address prefixes advertised by the (possibly new) current default router. 

4.4.1.2.2.4 Returning Home 
An aircraft detects that it has returned to its home link through the movement detection 
algorithm in use, after detecting that its home subnet prefix is again on-link. 

The aircraft then sends a Binding Update to its Home Agent, to instruct its Home Agent 
to no longer intercept or tunnel packets for it. In this home registration, the aircraft sets 
the Acknowledge (A) and Home Registration (H) bits, sets the Lifetime field to zero, and 
sets the Care-of address for the binding to the aircraft’s own home address. The aircraft 
uses its home address as the Source Address in the Binding Update. 

When sending this Binding Update to its Home Agent, the aircraft must be careful in how 
it uses Neighbour Solicitation (if needed) to learn the Home Agent’s link-layer address, 
since the Home Agent will be currently configured to intercept packets to the aircraft’s 
home address using Duplicate Address Detection (DAD). In particular, the aircraft is 
unable to use its Home Address as the Source Address in the Neighbour Solicitation until 
the Home Agent stops defending the Home Address. 

Neighbour Solicitation by the aircraft for the Home Agent’s address will normally not be 
necessary, since the aircraft has already learned the Home Agent’s link-layer address 
from a Source Link-Layer Address option in a Router Advertisement. However, if there 
are multiple Home Agents it may still be necessary to send a solicitation. In this special 
case of the aircraft returning home, the aircraft multicasts the packet, and in addition sets 
the Source Address of this Neighbour Solicitation to the unspecified address 
(0:0:0:0:0:0:0:0). The target of the Neighbour Solicitation is set to the aircraft’s home 
address. The destination IP address is set to the Solicited-Node multicast address. The 
Home Agent will send a multicast Neighbour Advertisement back to the aircraft with the 
Solicited flag (S) set to zero. In any case, the aircraft records the information from the 
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Source Link-Layer Address option or from the advertisement, and sets the state of the 
Neighbour Cache entry for the Home Agent to REACHABLE. 

The aircraft then sends its Binding Update to the Home Agent’s link-layer address, 
instructing its Home Agent to no longer serve as a Home Agent for it. By processing this 
Binding Update, the Home Agent will cease defending the aircraft’s home address for 
Duplicate Address Detection and will no longer respond to Neighbour Solicitations for the 
aircraft’s home address. The aircraft is then the only node on the link receiving packets at 
the aircraft’s home address. 

After receiving the Binding Acknowledgement for the Binding Update to its Home Agent, 
the aircraft multicasts a Neighbour Advertisement onto the home link (to the all-nodes 
multicast address), to advertise the aircraft’s link-layer address for its own Home 
Address. The Target Address in this Neighbour Advertisement is set to the aircraft’s 
home address, and the Advertisement includes a Target Link-layer Address option 
specifying the aircraft’s link-layer address. The aircraft multicasts such a Neighbour 
Advertisement for each of its Home Addresses, as defined by the current on-link prefixes, 
including its link-local address and site-local address. 

Since multicasting on the local link is typically not guaranteed to be reliable, the aircraft 
may retransmit these Neighbour Advertisements up to three times to increase their 
reliability. It is still possible that some nodes on the home link will not receive any of 
these Neighbour Advertisements, but these nodes will eventually be able to recover 
through the use of Neighbour Unreachability Detection. 

The tunnel via the Home Agent typically stops operating at the same time that the home 
registration is deleted. 

4.4.1.2.3 Processing Bindings 

4.4.1.2.3.1 Sending Binding Updates to the Home Agent 
After deciding to change its primary Care-of address, an aircraft registers this Care-of 
address with its Home Agent in order to make this its primary Care-of address. 

Also, if the aircraft wants the services of the Home Agent beyond the current registration 
period, it sends a new Binding Update to it well before the expiration of this period, even 
if it is not changing its primary Care-of address. 

To register a Care-of address or to extend the lifetime of an existing registration, the 
aircraft sends a packet to its Home Agent containing a Binding Update. With the Binding 
Update, the aircraft asks the Home Agent to serve as the Home Agent for the given 
Home Address. Until the lifetime of this registration expires, the Home Agent considers 
itself to be the Home Agent for this Home Address. 

Each Binding Update is authenticated as coming from the right aircraft. The aircraft uses 
its Home Address – either in the Home Address destination option or in the Source 
Address field of the IPv6 header – in Binding Updates sent to the Home Agent. This is 
necessary to allow the IPsec policies to be matched with the correct Home Address. 

When sending a Binding Update to its Home Agent, the aircraft also creates or updates 
the corresponding Binding Update List entry. 

If the aircraft has any additional Home Addresses, it sends an additional packet 
containing a Binding Update to its Home Agent to register the Care-of address for each 
of the other Home Addresses. 

4.4.1.2.3.2 Correspondent Registration 
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When the aircraft is assured that its Home Address is valid, it can initiate a 
correspondent registration with the purpose of allowing the correspondent node to cache 
the aircraft’s current Care-of address. This procedure consists of the return routability 
procedure followed by a registration. 

After the aircraft has sent a Binding Update to its Home Agent, registering a new primary 
Care-of address, it will initiate a correspondent registration for each node that already 
appears in the aircraft’s Binding Update List. The initiated procedures can be used to 
either update or delete binding information in the correspondent node. 

For nodes that do not appear in the aircraft’s Binding Update List, the aircraft may initiate 
a correspondent registration at any time after sending the Binding Update to its Home 
Agent. 

In addition, the aircraft may initiate the correspondent registration in response to 
receiving a packet that meets all of the following tests: 

- The packet was tunnelled using IPv6 encapsulation; 

- The Destination Address in the tunnel (outer) IPv6 header is equal to any of the 
aircraft’s Care-of addresses; 

- The Destination Address in the original (inner) IPv6 header is equal to one of the 
aircraft’s home addresses; 

- The Source Address in the tunnel (outer) IPv6 header differs from the Source 
Address in the original (inner) IPv6 header; 

- The packet does not contain a Home Test, Home Test Init, Care-of Test or Care-of 
Test Init message. 

If an aircraft has multiple Home Addresses, it becomes important to select the right 
Home Address to use in the correspondent registration. The used Home Address is the 
Destination Address of the original (inner) packet. 

The peer address used in the procedure is determined as follows: 

- If a Home Address destination option is present in the original (inner) packet, the 
address from this option is used. 

- Otherwise, the Source Address in the original (inner) IPv6 header of the packet is 
used. 

An aircraft may also choose to keep its topological location private from certain 
correspondent nodes, and thus need not initiate the correspondent registration. 

Upon successfully completing the return routability procedure, and after receiving a 
successful Binding Acknowledgement from the Home Agent, a Binding Update may be 
sent to the correspondent node. 

In any Binding Update sent by an aircraft, the Care-of address (either the Source 
Address in the packet’s IPv6 header or the Care-of Address in the Alternate Care-of 
Address mobility option of the Binding Update) is set to one of the Care-of addresses 
currently in use by the aircraft or to the aircraft’s home address. An aircraft may set the 
Care-of address differently for sending Binding Updates to different correspondent 
nodes. 

An aircraft may also send a Binding Update to such a correspondent node, instructing it 
to delete any existing binding for the aircraft from its Binding Cache. Even in this case, a 
successful completion of the return routability procedure is required first. 

If the Care-of address is not set to the aircraft’s home address, the Binding Update 
requests that the correspondent node create or update an entry for the aircraft in the 
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correspondent node’s Binding Cache. This is done in order to record a Care-of address 
for use in sending future packets to the aircraft. In this case, the value specified in the 
Lifetime field sent in the Binding Update should be less than or equal to the remaining 
lifetime of the home registration and the Care-of address specified for the binding. The 
Care-of address given in the Binding Update may differ from the aircraft’s primary Care-
of address. If the Binding Update is sent to the correspondent node requesting the 
deletion of any existing Binding Cache entry it has for the aircraft, the Care-of address is 
set to the aircraft’s home address and the Lifetime field set to zero. 

If the aircraft wants to ensure that its new Care-of address has been entered into a 
correspondent node’s Binding Cache, it needs to request an acknowledgement by setting 
the Acknowledge (A) bit in the Binding Update. The aircraft is responsible for the 
completion of the correspondent registration, as well as any necessary retransmissions. 

4.4.1.2.4 Dynamic Home Agent Address Discovery 
Sometimes when the mobile node needs to send a Binding Update to its Home Agent to 
register its new primary Care-of address, the mobile node may not know the address of 
any router on its home link that can serve as its Home Agent. For example, some nodes 
on its home link may have been reconfigured while the mobile node has been away from 
home, such that the router that operated as the mobile node’s Home Agent in the past 
has been replaced by a different router serving this role. 

In this case, the mobile node must attempt to discover the address of a suitable Home 
Agent on its home link. To do so, the mobile node sends an ICMP Home Agent Address 
Discovery Request message to the Mobile IPv6 Home-Agents anycast address for its 
home subnet prefix. The Home Agent on its home link that receives this Request 
message will return an ICMP Home Agent Address Discovery Reply message. This 
message gives the addresses for the Home Agents operating on the home link. 

The mobile node, upon receiving this Home Agent Address Discovery Reply message, 
may then send its home registration Binding Update to any of the unicast IP addresses 
listed in the Home Agent Addresses field of the Reply. For example, the mobile node 
may attempt its home registration to each of these addresses, in turn, until its registration 
is accepted. To do this the mobile node will send a Binding Update to an address and 
wait for the matching Binding Acknowledgement, moving on to the next address if there 
is no response. The mobile node must, however, wait at least 1500 milliseconds (default 
value) before sending a Binding Update to the next Home Agent. In trying each of the 
returned Home Agent addresses, the mobile node should try each of them in the order 
that they appear in the Home Agent Addresses field in the received Home Agent Address 
Discovery Reply message. 

If the mobile node has a current registration with some Home Agent (the Lifetime for that 
registration has not yet expired), then the mobile node must attempt any new registration 
first with that Home Agent. If that registration attempt fails (e.g. timed out or rejected), the 
mobile node should then reattempt this registration with another Home Agent. If the 
mobile node knows of no other suitable Home Agent, then it may attempt the dynamic 
Home Agent address discovery mechanism described above. 

If, after a mobile node transmits a Home Agent Address Discovery Request message to 
the Mobile IPv6 Home-Agents anycast address, it does not receive a corresponding 
Home Agent Address Discovery Reply message within 3 seconds, the mobile node may 
retransmit the same Request message to the same anycast address. This retransmission 
may be repeated up to a maximum of 4 attempts. Each retransmission must be delayed 
by twice the time interval of the previous retransmission. 
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4.4.1.3 Relevant Extensions to Mobile IPv6 

4.4.1.3.1 Network Mobility (NEMO) 
One of the most relevant extensions to Mobile IPv6 currently being developed is known 
as “Network Mobility (NEMO) Basic Support”. In this protocol, Mobile IPv6 is extended to 
provide mobility support to a whole moving network, seen as a unit. This Mobile Network 
attaches to the fixed internet by means of a so-called Mobile Router, in such a way that 
movement is transparent for nodes within the Mobile Network. 

Network mobility will play an important role in the aeronautical communications context, 
since future aircraft will probably consist of whole IPv6 networks, rather than single hosts. 

4.4.1.3.1.1 Overview of NEMO Basic Support 
IETF RFC 3963 (“Network Mobility (NEMO) Basic Support Protocol”) describes protocol 
extensions to Mobile IPv6 to enable support for network mobility. 

A Mobile Network is a network segment or subnet that can move and attach to arbitrary 
points in the routing infrastructure. A Mobile Network can only be accessed via specific 
gateways called Mobile Routers that manage its movement. Each Mobile Network has at 
least one Mobile Router serving it. A Mobile Router does not distribute the Mobile 
Network routes to the infrastructure at its point of attachment (i.e. in the visited network). 
Instead, it maintains a bi-directional tunnel to a Home Agent that advertises an 
aggregation of Mobile Networks to the infrastructure. The Mobile Router is also the 
default gateway for the Mobile Network. 

  

Figure 4-5 Mobile IPv6 NEMO 

NEMO Basic Support ensures session continuity, connectivity and reachability for all of 
the nodes in the Mobile Network, even as the moving Mobile Router changes its point of 
attachment to the internet. 

A Mobile Router has a unique Home Address through which it is reachable when it is 
registered with its Home Agent. The Home Address is configured from a prefix 
aggregated and advertised by its Home Agent. The prefix could be either the prefix 
advertised on the home link or the prefix delegated to the Mobile Router. The Mobile 
Router can have more than one Home Address if there are multiple prefixes in the home 
link. The Mobile Router also advertises one or more prefixes in the Mobile Network 
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attached to it. The actual mechanism for assigning these prefixes to a given Mobile 
Router is outside the scope of this specification. 

When the Mobile Router moves away from the home link and attaches to a new access 
router, it acquires a Care-of Address from the visited link. The Mobile Router can at any 
time act either as a Mobile Host or as a Mobile Router. It acts as a Mobile Host for 
sessions it originates and so provides connectivity to the Mobile Network. As soon as the 
Mobile Router acquires a Care-of Address, it immediately sends a Binding Update to its 
Home Agent. When the Home Agent receives this Binding Update, it creates a cache 
entry binding the Mobile Router's Home Address to its Care-of Address at the current 
point of attachment. 

If the Mobile Router seeks to act as a Mobile Router and so provide connectivity to nodes 
in the Mobile Network, it indicates this to the Home Agent by setting a fltruly(R) in the 
Binding Update. It may also include information about the Mobile Network Prefix in the 
Binding Update, so that the Home Agent can forward packets meant for nodes in the 
Mobile Network to the Mobile Router. A new Mobility Header Option for carrying prefix 
information is defined. If the Mobile Network has more than one IPv6 prefix and wants 
the Home Agent to set up forwarding for all of these prefixes, it includes multiple prefix 
information options in a single Binding Update. The Home Agent sets up forwarding for 
each of these prefixes to the Mobile Router's Care-of Address. The Home Agent sets up 
forwarding for all prefixes owned by the Mobile Router when it receives a Binding Update 
from the Mobile Router with the Mobile Router Flag (R) set. 

The Home Agent acknowledges the Binding Update by sending a Binding 
Acknowledgement to the Mobile Router. A positive acknowledgement with the Mobile 
Router Flag (R) set means that the Home Agent has set up forwarding for the Mobile 
Network. Once the binding process finishes, a bi-directional tunnel is established 
between the Home Agent and the Mobile Router. The tunnel end-points are the Mobile 
Router's Care-of Address and the Home Agent's address. If a packet with a source 
address belonging to the Mobile Network Prefix is received from the Mobile Network, the 
Mobile Router reverse-tunnels the packet to the Home Agent through this tunnel. This 
reverse-tunnelling is done by using IP-in-IP encapsulation. The Home Agent 
decapsulates this packet and forwards it to the Correspondent Node. For traffic 
originating at itself, the Mobile Router uses either reverse tunnelling or route optimization. 

When a Correspondent Node sends a data packet to a node in the Mobile Network, the 
packet is routed to the Home Agent that currently has the binding for the Mobile Router. 
The Mobile Router's network prefix may be aggregated at the Home Agent, which 
advertises the resulting aggregation. Alternatively, the Home Agent may receive the data 
packets destined to the Mobile Network by advertising routes to the Mobile Network 
Prefix. When the Home Agent receives a data packet meant for a node in the Mobile 
Network, it tunnels the packet to the Mobile Router's current Care-of Address. The 
Mobile Router decapsulates the packet and forwards it onto the interface where the 
Mobile Network is connected. Before decapsulating the tunnelled packet, the Mobile 
Router may have to check whether the Source address on the outer IPv6 header is the 
Home Agent's address; this check is not necessary if the packet is protected by IPsec in 
tunnel mode. The Mobile Router also has to make sure that the destination address on 
the inner IPv6 header belongs to a prefix used in the Mobile Network before forwarding 
the packet to the Mobile Network. If it does not, the Mobile Router drops the packet. 

With current Network Mobility (NEMO) Basic Support, all communications to and from 
nodes in a Mobile Network must go through the bi-directional tunnel established between 
the Mobile Router and its Home Agent when the Mobile Network is away from home. 
Although such an arrangement allows Mobile Network Nodes to reach and be reached 
by any node on the internet, limitations associated to the base protocol degrade the 
overall performance of the network, and, ultimately, can prevent all communications to 
and from the Mobile Network Nodes. 
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Some of these concerns already exist with Mobile IPv6 and were addressed by the 
Route Optimization mechanism, which is part of the base protocol. With Mobile IPv6, 
Route Optimization mostly improves the end-to-end path between the Mobile Node and 
Correspondent Nodes, with the additional benefit of reducing the load on the Home 
Network. 

NEMO Basic Support presents a number of additional issues, making the problem more 
complex, so it was decided to address Route Optimization separately. Hence the 
expected benefits are more dramatic, and a Route Optimization mechanism could enable 
connectivity that would otherwise be broken. This means that Route Optimization is even 
more important for NEMO Basic Support than it is for Mobile IPv6. 

4.4.1.3.2 Multihoming in Mobile IPv6 
The use of multiple addresses (allocated to single or multiple interfaces) is foreseen to 
offer ubiquitous, permanent and fault-tolerant access to the internet, particularly for 
mobile nodes which are prone to failure or sudden lack of connectivity. 

 

Figure 4-6 Mobile IPv6 multihoming 

Once multiple access is offered, users may want to select the most appropriate set of 
network interfaces depending on the network environment, particularly in wireless 
networks, which are mutable and so are less reliable than wired networks. Users may 
also want to select the most appropriate interfaces per communication type, or to 
combine a set of interfaces to get sufficient bandwidth. 

The following real-life scenario highlights the need for ubiquitous access to the internet. 

“Mona is just getting out of a meeting with customers in a building. She calls her head 
office. This audio communication is initiated via a private wireless local area network 
(WLAN) link realized over one of the available WiFi hot-spots in the building. This is 
going to be a long call and she must attend another meeting a few minutes’ drive 
from here. She walks to a taxi stand, and boards a taxi. The audio communication is 
automatically transferred to the public wireless metropolitan area network (WMAN) 
over the WIMAX network deployed in the city, with no interruption of the 
communication.” 

This scenario illustrates the need for a mobile user to use multiple types of access 
technologies in order to maintain ongoing communications when moving out of the 
coverage area of a specific technology. 
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Mobile IPv6 is designed to allow a mobile node to maintain its IPv6 communications 
while moving between IPv6 subnets. However, the current specification of Mobile IPv6 
lacks support for mobile nodes with multiple addresses used simultaneously, i.e. 
multihomed mobile nodes. These addresses would be assigned to a single interface or to 
multiple interfaces, which poses a number of issues. 

These issues are being considered in the IETF Working Group MONAMI6, which has 
already produced several internet drafts. 

4.4.1.3.3 Mobile IPv6 Performance, Signalling and Handoff Optimization (MIPSHOP) 

4.4.1.3.3.1 Hierarchical Mobile IPv6 Mobility Management (HMIPv6) 
Hierarchical Mobile IPv6 (HMIPv6) [RFC 4140] introduces extensions to Mobile IPv6 and 
IPv6 Neighbour Discovery to allow for local mobility handling. Hierarchical mobility 
management for Mobile IPv6 is designed to reduce the amount of signalling between the 
Mobile Node, its Correspondent Nodes and its Home Agent. HMIPv6 introduces a new 
node called the Mobility Anchor Point, which can be used to improve the performance of 
Mobile IPv6 in terms of handover speed. 

Mobile IPv6 allows nodes to move within the internet topology whilst maintaining 
reachability and on-going connections between mobile and correspondent nodes. To do 
this a Mobile Node sends Binding Updates to its Home Agent and to all of the 
Correspondent Nodes it communicates with, every time it moves. 

Authenticating Binding Updates requires approximately 1.5 round-trip times between the 
mobile node and each Correspondent Node (for the entire return routability procedure in 
a best case scenario, i.e. no packet loss). In addition, one round-trip time is needed to 
update the Home Agent; this can be done simultaneously whilst updating Correspondent 
Nodes. These round-trip delays disrupt active connections every time a handoff to a new 
Access Router is performed. Eliminating this additional delay element from the time-
critical handover period will significantly improve the performance of Mobile IPv6. 
Moreover, in the case of wireless links, such a solution reduces the number of messages 
sent over the air interface to all Correspondent Nodes and to the Home Agent. A local 
anchor point will also allow Mobile IPv6 to benefit from reduced mobility signalling with 
external networks. 

For these reasons, a new Mobile IPv6 node, called the Mobility Anchor Point (MAP), is 
used and can be located at any level in a hierarchical network of routers, including the 
Access Router. Unlike Foreign Agents in IPv4, a MAP is not required on each subnet. 
The MAP will limit the amount of Mobile IPv6 signalling outside the local domain. 

The introduction of the MAP provides a solution to the issues outlined earlier in the 
following way: 

- The mobile node sends Binding Updates to the local MAP rather than the Home 
Agent (which is typically further away) and to Correspondent Nodes. 

- Only one Binding Update message needs to be transmitted by the Mobile Node 
before traffic from the Home Agent and from all Correspondent Nodes is re-routed to 
its new location. This is independent of the number of Correspondent Nodes that the 
Mobile Node is communicating with. 

A MAP is essentially a local Home Agent. The aim of introducing the hierarchical mobility 
management model in Mobile IPv6 is to enhance the performance of Mobile IPv6 whilst 
minimizing the impact on Mobile IPv6 or other IPv6 protocols. It also supports Fast 
Mobile IPv6 Handovers to help Mobile Nodes achieve seamless mobility. Furthermore, 
HMIPv6 allows mobile nodes to hide their location from Correspondent Nodes and from 
Home Agents while using Mobile IPv6 route optimization. 
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4.4.1.3.3.2 Fast Handovers for Mobile IPv6 (FMIPv6) 
Mobile IPv6 enables a Mobile Node to maintain its connectivity to the internet when 
moving from one Access Router to another, a process referred to as a handover. During 
this handover, there is a period during which the Mobile Node is unable to send or 
receive packets because of link switching delay and IP protocol operations. This 
“handover latency” resulting from standard Mobile IPv6 procedures, namely movement 
detection, new Care-of Address configuration and Binding Update, is often unacceptable 
to real-time traffic such as Voice over IP. Reducing the handover latency could be 
beneficial to non-real-time, throughput-sensitive applications as well. FMIPv6 [RFC 4068] 
specifies a protocol to improve handover latency due to Mobile IPv6 procedures. 

4.4.2 Scenario 2 Review Against Assessment Criteria 

Criteria Level Notes 

1. Meets Application Requirements 10  

2. Meets Safety Requirements 6 Requires Route Optimization 
procedures to avoid risk of 
single point of failure. Home 
Agent may also need to be 
certified/approved. 

3. Maximizes COTS Potential 7 High availability Home Agent 
may not be a COTS solution. 
Depends on COTS products for 
Mobile and Correspondent 
Nodes (not yet available). 

4. Provides an Economic Benefit 5 Neutral compared with current 
ATN. 

5. Provides a Performance Benefit 4 Ground routing may be less 
efficient than current ATN.  

6. Portability Requirements 10 No impact on applications. 

7. Integration into the Ground 
Environment 

10 ATSU Comms requirements are 
COTS (assuming future COTS 
availability of Correspondent 
Node functionality). 

8. Integration into the Airborne 
Environment 

5 Mobile Node functionality 
replaces use of routing 
protocols.  

9. Provides Flexibility/ is Future Proofed 10 Can support all applications and 
transport protocols. 

10. Product Availability 7 Standards still rapidly evolving 
and while some products exist, 
Mobile IP cannot yet be said to 
COTS. However, the scoring 
reflects the assumption that it 
will be COTS by 2020. 
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11. Potential Transition Path from Current 
ATN SARPs compliant systems 

6 Needs deployment of Home 
Agents and validation of new 
operational scenarios. 

12. Ease of airborne certification 5 Neutral compared with current 
ATN. 

 

4.4.3 Security Assessment 
Assuming that end-to-end communication is protected by an end-to-end IPsec tunnel, the 
following vulnerabilities against DoS Attacks have been identified. 

1. Mobile Node Masquerade  

2. Home Agent Masquerade 

3. Modification of information exchanged between Home Agent and Correspondent 
Node leading to Mobile Node Masquerade 

4. Network saturation 

IPsec tunnels between the Mobile Node and the Home Agent and between the Home 
Agent and the Correspondent Node are recommended as the principle means of 
mitigation for (1), (2) and (3).  

In order to protect against vulnerability (4), the ground IP Network supporting Air/Ground 
Communications should not be connected to the public internet. 

The need for IPsec tunnels has a significant extra impact on Air/Ground Overhead. Every 
time that an aircraft joins a new Air/Ground subnetwork, the overhead of establishing a 
tunnel with the Home Agent will need to be incurred. Whenever Route Optimization is 
performed, whether after initial contact or after a change in Air/Ground Network, there will 
be additional overhead to “move” the end-to-end tunnel to the new Care-of address. 

4.4.4 Other Issues 
The maturity level of the current standards is still in doubt as there is considerable activity 
at present in the development of Mobile IP, including NEMO and MONAMI extensions. 

4.4.5 Conclusion 
The principal advantage of Mobile IP is that it enables the mobile to be available on a 
fixed IP Address regardless of its location. However, a significant overhead is required to 
achieve this, especially if spoofing and non-optimal routing is to be avoided. 

Although there is a Mobile IP for IPv4, this is not believed to be appropriate for 
Air/Ground Communications and therefore the suitability of Mobile IP for Aeronautical 
Communications is also dependent on the widespread adoption of IPv6. 
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4.5 Scenario #3: Link Layer Mobility 

4.5.1 Description 

4.5.1.1 Mobility management using Link Layer 

4.5.1.1.1 Introduction 
The idea of using Link Layer mobility (or Network Layer mobility for that matter) is to take 
the burden from any dedicated aeronautical application – or even from aeronautical use 
of standard IP applications (e.g. FTP) – when it comes to mobility. By having mobility 
implemented in the Link Layer all applications will behave as if they were implemented in 
a host not exposed to mobility. Especially for standard IP applications this is important, 
as it will allow the future aeronautical use of these well-proven COTS parts, either as 
parts of or in support to dedicated aeronautical applications. 

Throughout this section it is expected that an aircraft will hold several IP hosts, each 
capable of running one or more applications. Each of these application sessions may 
have counterpart applications running in different hosts in the ground-based Aeronautical 
Network or in other aircraft also connected to the Aeronautical Network. In the aircraft 
these hosts are expected to be interconnected in a subnetwork which is connected to an 
aircraft-located IP router. This IP router is the default route for all aircraft-located hosts 
and is the only connection from these hosts to off-board hosts.  

At least for resiliency purposes, it is envisioned that an aircraft will need multiple 
connections to the ground network – i.e. the onboard IP router will have at least two 
connections to ground (e.g. a satellite link and a ground radio link).  

The Aeronautical Network is expected to be an overlay enterprise-like (VPN) network 
running on top the public internet through use of VPN connections. It is still not sure if the 
Aeronautical Network will be implemented as an overlay VPN, but if for some reason – 
despite the economic consequences – the Aeronautical Network should end up being a 
global proprietary network implemented and run by the aeronautical community, a 3GPP 
network could still be implemented as an access network. 

4.5.1.1.2 Scope 
This section does not give a description of all possible scenarios of Link Layer mobility, 
but uses the 3GPP (UMTS) supported scenario as an example for discussions on how 
Link Layer mobility would work if deployed as the basis for an Aeronautical Network 
supporting IP connectivity. The packet mode part of 3GPP is based on an evolution of 
the GPRS standard and is already widely deployed. The GPRS standard is initially seen 
as a basis for connecting IP hosts to an IP network, but as will be shown it can also be 
used in the case where the node of attachment is an IP router.  

The case for IPv4 and IPv6 will be different in the ways that IP addressing is deployed 
and utilized. Both scenarios are covered as it is currently not clear whether the IP-based 
Aeronautical Network will be IPv4 or IPv6. 

As a prerequisite it is anticipated that the aircraft-based IP router is equipped with a 
Physical Layer interface (NIC) supporting connection to the ground-located 3GPP 
system. How and if this will ever happen is outside the scope of this study. 

Though the focus in this study is on Air/Ground communication, it is noted for 
completeness that the use of this example network would imply that also Air/Air 
connectivity would be available through internal connection in the 3GPP ground network 
without having IP packets entering the ground-based Aeronautical Network.  
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MS:  Mobile Station  

UTRAN: UMTS Terrestrial Radio Access Network 

BGW:  Billing Gateway 

SGSN:  Serving GPRS Support Node 

GGSN:  Gateway GPRS Support Node 

MSC/VLR: Mobile Switching Centre/Visitor Location Register 

HLR:  Home Location Register 

Figure 4-7 Basic 3GPP network GPRS part 

4.5.1.2 3GPP as access network for aircraft 
The 3GPP network in this scenario is utilized by aircraft as an access network (see 
Figure 4-7). The 3GPP standard provides two different modes of attachment for a mobile 
node – either transparent or non-transparent. 

Transparent mode refers to the operation of the Gateway GPRS Support Node (GGSN) 
node to which the aircraft-located IP router is attached. It means that the aircraft-located 
IP router is granted access to the attached IP network without any authentication or 
authorization. This implies that in transparent mode it is the responsibility of the attached 
IP network to ensure authentication of attaching aircraft router. Transparent mode is 
typically used when accessing the public internet. 

In non-transparent mode the GGSN will authenticate the aircraft-located router before it 
is allowed to set up VPN tunnels to the attached IP network. Non-transparent mode is 
typically use when directly accessing an enterprise network 

4.5.1.3 Aircraft attaching to the 3GPP network 
During attachment to the 3GPP network the aircraft-based IP router will obtain an IP 
address. This IP address will remain static throughout the connection to the ground-
based 3GPP network irrespective of movement, as long the aircraft is within reach of the 
home 3GPP network or any other 3GPP Operator/Service Provider with whom a roaming 
agreement exits. 
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4.5.1.3.1 Non-transparent mode attachment 
An aircraft-based IP router attaching to the GPRS network in non- transparent mode will 
become authenticated and will also obtain a private IP address from the GGSN. This 
private address will be part of the address space allocated to the Aeronautical Network. 
In this case the Aeronautical Network is of “Enterprise network2” type in Figure 4-7. 

This attachment is represented as a Packet Data Protocol (PDP) Context, which is a 
shared state between the aircraft-based router, the SGSN and the GGSN. The aircraft-
based router expresses the choice of remote network – which in this case is the 
Aeronautical Network – as an Access Point Name (APN). When the aircraft-based router 
sends an Activate PDP Context Request to the SGSN, the SGSN then uses the APN to 
look up which GGSN provides connectivity to the Aeronautical Network. The GGSN in 
turn then establishes the desired PDP context with the aircraft-based router. 

4.5.1.3.2 Transparent mode attachment 
An aircraft-based IP router attaching to the GPRS network in transparent mode will not 
become authenticated by the GGSN but will only get a public IP address and become 
connected to the ISP which is responsible for connection to the Aeronautical Network. In 
this case the APN will request the connection to the ISP. The Aeronautical Network is of 
“Enterprise network1” type in Figure 4-7. 

Having become attached to the ISP, it is then the responsibility of the aircraft-based IP 
router to become authenticated and authorized on the Aeronautical Network reached via 
the ISP network. This could be done by use of the IKE protocol, for example. Being 
authorized and authenticated, the aircraft router will be able to establish a VPN 
connection (IPsec tunnel) covering the full path from the aircraft-based router to the edge 
router/security gateway of the Aeronautical Network. Within this secure tunnel a private 
IP address obtained from a DHCP server located within the Aeronautical Network will be 
used. 

The transparent mode of attachment is used if the 3GPP network is mistrusted or if the 
3GPP operator does not support Security Gateway functionality at the Gi interface to 
make direct attachment to the Aeronautical Network.  

4.5.1.4 Addressing of aircraft-based subnets 
Concerning the allocation of IP addresses for the aircraft-based subnetwork (router plus 
hosts), this scenario is dependant on whether an IPv4 or IPv6 network is considered. 

4.5.1.4.1 Airborne IPv4 subnetwork addressing 
In the case of an IPv4 network the IP address allocated during the attachment phase will 
be assigned to the airborne router 3GPP interface, whereas the hosts located behind the 
router will have their addresses as private addresses, allocated from the aircraft router’s 
built-in DHCP functionality. For applications located on the airborne host to access 
ground applications, the airborne router will also need to support Network Address Port 
Translation (NAPT). Port-based NAT is required due to the fact that in the IPv4 scenario 
it is only feasible to have one public IP address for each aircraft. By using NAPT, all 
airborne hosts will use the same source IPv4 address and will only be differentiated by 
the port number in UDP/TCP connections. In this scenario the aircraft’s IP address will 
appear as one single point of attachment in the Aeronautical Network, even though it will 
represent all of the airborne hosts located behind the NAPT. 

The drawback of this solution is the need for NAPT and DHCP functionality in the 
airborne router, although the DHCP functionality would probably be needed in any case 
in an IPv4-based subnetwork. 
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4.5.1.4.2 Airborne IPv6 subnetwork addressing 
In the case of an IPv6-based network the IP address can be instantiated by utilizing the 
IPv6 autoconfiguration approach, which can be either stateless or stateful. The stateless 
approach is commonly used due to the fact that involvement of DHCPv6 functionality can 
be omitted. 

To make the aircraft appear as a single point of attachment the IP address required in 
the Activate PDP Context will be an IPv6 prefix instead of a full IPv6 address. From use 
of the normal stateless IPv6 autoconfiguration procedures the airborne hosts and the 
airborne router will all achieve globally-unique IPv6 addresses by concatenating the 
applied prefix with interface identifiers.  

Unlike the IPv4 scenario, the IPv6 scenario will identify each airborne host by a unique IP 
address allowing host applications to access the Aeronautical Network without the use of 
NAT functionality whilst still being treated as a single prefix in the 3GPP network. 

The general benefit of IPv6 not needing DHCP functionality in the access stage is 
preserved. The approach of having the aircraft presence as a single point of contact will 
also, beside internal 3GPP routing efficiency, imply that the radiolink keep-alive 
sequences will be limited to only care about the airborne router not taking into account all 
the airborne hosts. 

4.5.1.5 Aircraft connection to the ground Aeronautical Network 
An aircraft, having obtained connection to the 3GPP network, must set up a secure VPN 
tunnel between the aircraft-based part of the Aeronautical Network and the ground-based 
Aeronautical Network. The tunnel must also, beside security, care for any QoS profile 
needed to provide the bandwidth required to support airborne applications running on the 
aircraft. QoS parameters are part of the PDP Context for the 3GPP part of the 
connection, but for the ground-based part QoS is part of the Service Level Agreements 
(SLAs) on which the Aeronautical Network is founded through contract with servicing 
ISPs. 

In the non-transparent type of attachment, a secure VPN tunnel between aircraft and the 
Aeronautical Network relies on the GGSN offering a Security Gateway functionality that 
enables wireless subscribers to establish VPN tunnels from the GGSN (Gi interface) to 
the aeronautical ground network, assuming also that the Aeronautical Network entry 
points are customer-edge routers including Security Gateway functionality. In this case IP 
packets carried internally in the 3GPP network are terminated at the GGSN before being 
tunnelled through a secure VPN tunnel towards the aeronautical Security Gateway. This 
case anticipates that the 3GPP network is a trusted domain.  

If the 3GPP network is mistrusted or if the 3GPP operator does not support Security 
Gateway functionality at the Gi interface, the transparent type of attachment is used. In 
this case, a VPN connection covering the full path from Aircraft-based router to the 
ground-based Aeronautical Network Security Gateway is established. This approach 
requires that the aircraft IP implementation supports IPsec and IKE. It also affects radio 
link utilization as all IP packets traversing the radiolink will have to be IPsec tunnelled. 

 

4.5.2 Scenario 3 Review Against Assessment Criteria 

Criteria Level Notes 

1. Meets Application Requirements 10  
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Criteria Level Notes 

2. Meets Safety Requirements 8 Further investigation needed. 
Prevention of Loss of 
Communications is dependent 
on a high availability SGSN and 
GGSN operated by the Service 
Provider. Commercially these 
are designed for 99.999% 
availability levels, and the 
solution is contingent on a 
Safety Authority accepting this 
level of availability and the 
existing proofs that this 
availability level has been met. 

3. Maximizes COTS Potential 8 The architecture, SGSN and 
GGSN are all COTS. However, 
the solution has to be integrated 
into the Air/Ground Network, 
which may require additional 
development. 

4. Provides an Economic Benefit 6 There could be a significant 
economic benefit if this 
functionality is already part of 
the communication network, or 
can be readily integrated into an 
Air/Ground Network. Further 
study is needed. 

5. Provides a Performance Benefit 5 Relatively low overhead on the 
Air/Ground Data Link but 
ground network routing will 
typically be non-optimal. 

6. Portability Requirements 10 No impact on applications 

7. Integration into the Ground 
Environment 

10 ATSU Comms requirements are 
COTS. 

8. Integration into the Airborne 
Environment 

8 Aeronautical comms needs to 
be able to perform a PDP logon 
in addition to basic COTS 
functionality. 

9. Provides Flexibility/ is Future Proofed 10 Can support all applications and 
transport protocols 

10. Product Availability 8 Except for integration into 
Air/Ground Network, this is 
industry mainstream for mobile 
communications. However, the 
integration work may be a 
significant cost item. 
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Criteria Level Notes 

11. Potential Transition Path from Current 
ATN SARPs compliant systems 

7 Main issue is how readily the 
solution can be made available 
over Air/Ground networks. 

12. Ease of airborne certification 7 Airborne system certification 
should be straightforward as 
mobility is provided by the 
network and does not affect the 
Airborne System 

 

4.5.3 Security Assessment 
Assuming end-to-end communication is protected by an end-to-end IPsec tunnel, the 
following vulnerabilities against DoS Attacks have been identified. 

1. Masquerade of Aircraft to SGSN/GGSN 

2. Masquerade of SGSN/GGSN to aircraft 

3. Network Saturation. 

It is recommended that the Aircraft communicates with the SGSN/GGSN through an 
IPsec tunnel in order to protect against the masquerade attacks. 

In order to protect against vulnerability (3), the ground IP Network supporting Air/Ground 
Communications should not be connected to the public internet. 

4.5.4 Analysis using ICAO Evaluation Criteria 

4.5.4.1 TC1 - Support Authorized Traffic Type and Category 
The approach is based on a single network login at any one time and there is no concept 
of allowing for differential service, whether by traffic type or by other means, that could 
permit a choice between different Air/Ground Networks. 

4.5.4.2 TC2 - Multiple Independent Air/ground Sub-Networks 
The approach is based on a single network login at any one time. Multiple independent 
Air/Ground Sub-networks can only be supported if it is accepted that the aircraft has 
different IP Addresses on each such network. The mobility thus breaks down when 
multiple independent Air/ground Sub-Networks are introduced. 

4.5.4.3 TC3 - Minimal Latency 
As packets are always routed via a “home” service provider, packet routing in the ground 
network may be sub-optimal. 

Transfer from one network to another requires the establishment of a new PDP context 
with the new service provider. There may be a short interruption of service and 
occasional packet loss during the transition. 
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4.5.4.4 TC4 - High Availability 
Overall availability is very much dependent on the availability of the GGSN and SGSN in 
addition to the availability of the Air/Ground Network components. The GGSN and SGSN 
have the potential to be single points of failure.  

Existing GGSN and SGSN implementations are providing an operational service and are 
believed to be specified to 99.999% availability.  

4.5.4.5 TC5 - End-to-End Data Integrity 
The approach provides normal internet levels of reliability. The occasional packet may be 
lost due to congestion or during transitions. 

4.5.4.6 TC6 – Scaleable 
In mobile telephony, roaming is still the exception rather than the norm. However, the 
numbers of roaming mobiles is still large compared with the numbers of aircraft that are 
expected to use the service. While SGSN and GGSN sizing will limit the number of 
aircraft that can be accommodated at any one time, this is primarily an issue of 
appropriate network capacity planning rather than a hard limit on growth. 

4.5.4.7 TC7 – Throughput 
The approach adds no additional overhead to internet communications. Whether or not 
the throughput requirement is met depends primarily on whether the Air/Ground network 
is appropriate for the use made of it. 

4.5.4.8 TC8 – Secure 
See Section 4.5.3. 

4.5.4.9 IC1 - Addition of Service Providers (SP) 
The whole basis of the approach is to permit roaming between different Service 
Providers (SPs). 

4.5.4.10 IC2 - Independence of SP or Administration 
The approach relies totally on the Service Providers implementing a compatible system 
and co-ordinating the transfer of mobiles from one Service Provider to another. A Mobile 
always relies on its “home” service provider to be operational and cannot communicate 
unless that service provider is functioning. The “home” service provider is effectively a 
single point of failure. This implementation characteristic is thus not met. 

4.5.4.11 IC3 - Open Industry Standard 
The 3GPP standards are open industry standards. The 3GPP website lists large number 
of patents that are claimed to apply to various parts of the 3G system. Without detailed 
investigation, including testing the validity of the claims, it is not possible say whether IPR 
issues may apply to the use of these standards for aeronautical communications. 

4.5.4.12 IC4 - Mature and Commercially Available 
The 3G infrastructure is already deployed in support of mobile telephony. However, work 
needs to be done to apply the technology to aeronautical communications. 
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4.5.4.13 IC5 - Permit Closed Network 
A closed network can be achieved by using VPN techniques. 

4.5.4.14 IC6 - Authentication to Join Network 
The PDP process includes authentication of the Mobile user. 

4.5.5 Conclusion 
This section aimed to validate whether or not Link Layer mobility (as implemented in 
3GPP )is a viable solution for attaching airborne Aeronautical subnetworks to the ground-
based Aeronautical Network. 

The IPv6-based approach seems especially convenient. It is important to highlight that all 
IP functionalities required in this solution are IETF-standardized solutions and are 
already deployed and tested in live networks and as such fulfil the COTS approach. 

Whether the transparent or non-transparent mode should be used is for further study and 
is dependent on the capabilities offered by selected operators/service providers. 

One drawback with Link Layer mobility, as with Mobile IP, is the disadvantage of 
“triangular routing” which means that IP packets are not always travelling by the shortest 
path. In the current 3GPP implementations the IP packets will always flow through the 
GGSN to which the aircraft has established the PDP Context. However when public 3G 
utilization takes off, including the introduction of data-intensive multimedia applications, 
standardization improvements in this field may evolve to make better use of available 
bandwidth. 

QoS and latency issues have not been addressed in this section, but compared to what 
is achieved and accepted in this respect at current transatlantic and satellite-based IP 
connections, the Link Layer mobility approach in a Pan European Aeronautical Network 
would most likely be rather similar or even better.  

Whether or not the radio link approach deployed in the 3GPP (UMTS) networks would 
ever turn out to be feasible for aeronautical links is still to be proven. This study is 
currently being undertaken in the EU-funded STAR project. 

4.6 Scenario #4: IPsec Tunnel “Movement” 

4.6.1 Description 

4.6.1.1 Overview 
The starting point for this scenario is the assumption that an end-to-end IPsec tunnel 
must be created between an aircraft and each ATSU that it needs to communicate with, 
and with the aircraft’s airline operations centre. This is to meet the identified security 
requirements. Furthermore, it is assumed that these tunnels are all air-initiated. It is the 
aircraft’s responsibility to initiate the tunnel creation with the ATSUs and the airline 
operations centre. 

This latter assumption is important for justifying this scenario. The assumption carries 
forward the current ACARS operating method for AOC communications, whereby a 
Communications Advisory Message has to be sent from the aircraft to the airline, so that 
the airline is aware that the aircraft is contactable via data link. For Aircraft to ATSU 
communication, the assumption follows the operational concept whereby an aircraft must 
“login to ATC” and identify which Flight it is before it can be put under data link control. 
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Once an aircraft has logged into one ATSU, its contact details can be passed to other 
ATSUs in the region. Hence, this model of communications does not restrict these 
ATSUs from contacting the aircraft directly. 

The importance of this assumption is that it means that the aircraft does not have to 
provide a means by which any ground system can contact it prior to tunnel 
establishment. This allows many of the complexities of the preceding scenarios to be 
avoided. 

IPsec standards are currently in transition from “version 1” to “version 2”. Version 2 of the 
IKE is particularly significant as version 1 suffered from a process of rapid evolution and 
correction. The specification of IKEv1 lacks clarity and there are known interoperability 
and configuration issues. IKEv2 is believed to correct these problems and version 2 of 
the IKE and IPsec are assumed here (RFC 4301 etc.). 

4.6.1.2 Communications Initiation 

Aircraft Ground System

Pilot Login 
(e.g. to EDYY)

Network
Login

DNS Lookup
(Optional)

Use IKE
To create

Host to Host Tunnel

• Aircraft authenticated by X.509 
certificate verification

• Note: Aircraft authenticated – not Flight
• Ground System 

authenticated by X.509 
certificate verification

CM Login
Request

CM Login
Response

Use IKE
To create

Subnet to Subnet Tunnel

• Flight ID/24-bit Address/IPAddress
Binding Established

• Flight Plan located and verified
• Aircraft Compliance Level Determined
• Verify Aircraft DNS Entries

Login Confirmed
To Pilot

• Ground Subnet IP 
Address Range Learnt

 

Figure 4-8 Communications Initiation Process 

The Route Initiation Process is shown in Figure 4-8. This process is common to all the 
mobility scenarios, except that others include additional exchanges of routing information 
(e.g. Mobile IP adds the creation of an IPsec tunnel with the Home Agent and an 
exchange of Binding Updates). 
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The process starts with a network login, the details of which will vary between Air/Ground 
Communication Networks. Once the pilot knows that the aircraft has an active Data Link, 
a login to a specific ATSU (e.g. EDYY – UAC Maastricht) may be requested. 

In order to perform the login: 

1. A DNS lookup may need to be performed in order to resolve the IP Address for 
the ATSU. This can be avoided if the IP Address has already been cached. 

2. The airborne systems use the IKE to establish a tunnel mode SA pair whose 
end-points are the aircraft’s IP Address on the Air/Ground network and the 
ATSU’s IP Addrress. The procedures for creating this tunnel follow the typical 
“road warrior” scenario with authentication performed using X.509 certificates. 
Four messages are exchanged in order to complete the authentication and 
create the tunnel between the communications gateway on the aircraft and the 
communications gateway on the ground. 

3. The Logon Message is now sent by the aircraft to the ground IP Address. This 
reports the binding between the Flight ID, the Airframe Identifier (ICAO 24-bit 
aircraft address) and the IP Address range for the airborne subnet. It may also 
report the IP Addresses assigned to the hosts for different services on the 
aircraft. It is sent using the tunnel established above. 

4. The Logon Response is returned to the aircraft over the tunnel. This reports the 
IP Address range for the ATSU’s ground subnet. It may also report the IP 
Addresses assigned to the hosts for different services that the ATSU provides. 

5. The airborne systems now use the IKE to establish a second tunnel whose end-
points are the aircraft’s IP Address on the Air/Ground network and the ATSU’s IP 
Address, but which is used to forward IP packets between the airborne and 
ground subnets. Two further messages are exchanged for this purpose. 

6. Communication is now possible between host computers on the airborme and 
ground subnets. It may be useful at this point for the aircraft to send a 
communications advisory message to the ATSU to report that the tunnels have 
now been established and are available for operational communications. 

4.6.1.3 Change of Air/Ground Network 
The next three figures illustrate how end-to-end communications via IPsec tunnels can 
be maintained whilst an aircraft moves from one Air/ground Network to another.  
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Figure 4-9 Air/Ground Communication via a Terrestrial Wideband Network 

Figure 4-9 illustrates the starting point. The aircraft has successfully logged into an ATSU 
(described in section 4.6.1.2), and has established Air/Ground communications via a 
terrestrial wideband network between its own IP Address (80.10.32.250) and the ATSU’s 
Communications Gateway (80.0.20.120). This tunnel is for the transfer of packets 
between the Aircraft’s subnet (192.168.3.0/24) and the ATSU’s subnet (10.0.0.0/24). 
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Figure 4-10 Completion of Successful Logon to SATCOM 
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Figure 4-11 After Logoff from Terrestrial Wideband 

At some point later in flight, the Aircraft logs on to a new Air/ground Network (SATCOM) 
and is allocated an IP Address on that subnetwork (172.16.1.65). This is shown in Figure 
4-10. A local policy rule determines that the tunnels with the current ATSU must be 
moved to the new Air/Ground Network. 

The airborne systems now use the IKE to create a tunnel between aircraft’s IP Address 
on the SATCOM Air/Ground Network (172.16.1.65) and the ATSU IP Address 
(80.0.20.120). As a new IP Address is used, the aircraft and ATSU must re-authenticate 
each other. Four messages are thus exchanged and at the end of which a tunnel is now 
created between 172.16.1.65 amd 80.0.20.120 for the transfer of packets between the 
Aircraft’s subnet (192.168.3.0/24) and the ATSU’s subnet (10.0.0.0/24). 

Two parallel tunnels now exist between the communications gateways. The information 
that determines whether or not a tunnel is used for a given packet is held in the Security 
Policy Database (SPD). The SPD will now have two entries for the two tunnels, each with 
the same packet selection criteria. It is thus not predictable as to which tunnel will be 
used for a given packet. 

However, it is possible to set more detailed selection criteria and this could be used to 
support policy-based differential routing, selecting different groups of packets to be 
routed via different tunnels and hence via different Air/Ground Networks. 

In most cases, the two parallel tunnels will only exist for a short period of time. Assuming 
the aircraft is going out of range of the terrestrial network it will either explicitly log off 
from that network or will lose contact. Either way, the tunnel via 80.10.32.250 will be 
deleted and the result will be the configuration shown in Figure 4-11. Only a single tunnel 
between the aircraft and the ground now exists, via 172.16.1.65. All traffic between the 
aircraft subnet and the ground subnet will be routed via this tunnel. 

From the point of view of applications running on hosts on either subnet, there has been 
no change to the connectivity. The transfer has been seamless. The only visible impact 
may be a change in the round-trip delay. However, that is common to all scenarios.  

The main issue with this scenario is that there is an unnecessary re-authentication when 
the new Air/Ground Network becomes available and this is entirely due to a limitation in 
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the existing IKE protocol. However, a recent extension called MOBIKE (RFC 4555) 
removes this limitation and allows for tunnel movement with no more than an exchange 
of two messages. 

4.6.1.4 Transfer of Communications 
Transfer of Communications takes place when control of an aircraft passes from one 
ATSU to another. The communications path between the aircraft and the Receiving 
ATSU (R-ATSU) must be set up before control is transferred from the Current ATSU (C-
ATSU). 

Figure 4-12 illustrates this case: 

1. Following current practice, the C-ATSU informs the R-ATSU about the aircraft by 
a ground-based exchange. The R-ATSU is provided with the current IP Address 
of the aircraft and the IP Address range for the aircraft subnet. 

2. The R-ATSU is nominated as the Next Data Authority (NDA) by the C-ATSU 
sending the aircraft an NDA message identifying the R-ATSU. 

3. The R-ATSU uses the information received from the C-ATSU to create a tunnel 
between its IP Address and the aircraft’s IP Address, for the transfer of packets 
between its subnet and the aircraft’s subnet. As the R-ATSU must authenticate 
itself to the aircraft, an exchange of four packets is needed. The communication 
path is now open. When the transfer of communications is completed, the aircraft 
will send a Current Data Authority (CDA) message to the R-ATSU, following 
current practice. 

4. .If the C-ATSU should ever withdraw the NDA nomination, the aircraft must 
delete the tunnels. 

Aircraft C-ATSU R-ATSU

NDA

IKE used to
Establish

Subnet-to-subnet
tunnel

Aircraft prepares
To accept subnet-to-subnet

Tunnel from R-ATSU

 

Figure 4-12 Transfer of Communications 
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4.6.2 Scenario 4 Review Against Assessment Criteria 

Criteria Level Notes 

1. Meets Application Requirements 10  

2. Meets Safety Requirements 8 Tunnel Management will need 
to be certified/approved if 
prevention of loss of 
communications is a safety 
requirement. 

3. Maximizes COTS Potential 8 IPsec is industry mainstream. 
However, IKEv2 needs to 
become COTS before this 
scenario can be truly COTS. 

4. Provides an Economic Benefit 6 Main benefit is that scenario 
has no dependencies on special 
functionality in the IP Network 
between aircraft and ground. 

5. Provides a Performance Benefit 8 Number of messages 
exchanged when aircraft 
changes Air/Ground Network is 
kept to a minimum, especially if 
MOBIKE is implemented. 

6. Portability Requirements 10 No impact on applications 

7. Integration into the Ground 
Environment 

10 ATSU Comms requirements are 
COTS. 

8. Integration into the Airborne 
Environment 

9 Aircraft implementation is COTS 
except for the need for some 
Communications Management 
to react to a change in 
Air/Ground connectivity and 
request tunnel movement. 

9. Provides Flexibility/ is Future Proofed 10 Can support all applications and 
transport protocols 

10. Product Availability 8 Tunnel creation and deletion is 
COTS, but functionality for mobility 
is not available in COTS and would 
have to be developed. 

11. Potential Transition Path from Current 
ATN SARPs compliant systems 

8 Dual stack approach required. 

12. Ease of airborne certification 7 IPsec will need to be 
certified/approved for all 
scenarios. 

 



Mobility and Security in the FCS 

 

Version: 1.0 Date: 22-Jan-2007 Page: 72 

4.6.3 Security Assessment 
Assuming end-to-end communication is protected by an end-to-end IPsec tunnel, the 
following vulnerabilities against DoS Attacks have been identified. 

1. Network Saturation. 

In order to protect against Network Saturation, the ground IP Network supporting 
Air/Ground Communications should not be connected to the public internet. 

4.6.4 Analysis using ICAO Evaluation Criteria 

4.6.4.1 TC1 - Support Authorized Traffic Type and Category 
Traffic Types and categories were originally introduced to permit separate routing criteria 
for AOC and ATS communications and to permit ATS Communications to be routed over 
approved routes only. As a general point, it is difficult to support this category in any 
solution and to be a truly COTS solution as this functionality is not required outside of 
ICAO. It is also not used by current ATN deployments. 

Nevertheless, the tunnel movement strategy does: 

a) Separate out AOC and ATS traffic into different tunnels. These tunnels can be 
via different Air/Ground Networks and can have different differential service 
attributes. 

b) Permit packet filters by IP Address and Port numbers, and other packet header 
information, to separate different ATS data streams and map them on to different 
tunnels. As above, these tunnels can be via different Air/Ground Networks and 
have different differential service attributes. 

4.6.4.2 TC2 - Multiple Independent Air/ground Sub-Networks 
As IPsec tunnels are tied to an IP Address, it is possible to have different tunnels open 
simultaneously via different Air/Ground Networks. 

4.6.4.3 TC3 - Minimal Latency 
Latency should always be minimal under this scenario. This is because the tunnel end-
point is the real IP Address of the node on the network. The underlying IP network can 
then be relied upon to use the most direct route between the two tunnel end-points. 

Tunnel movement should be achievable with only the exchange of two messages (with 
MOBIKE) allowing a rapid transfer with minimum latency. Tunnel movement does not 
invalidate any packets “in a tunnel” when it is moved. Therefore no data loss should be 
experienced on tunnel movement. 

4.6.4.4 TC4 - High Availability 
Availability is only as good as the availability of the links being used. The ability to use 
multiple links increases the availability. 

This scenario makes direct use of the IP Network and thus permits the full availability of 
the IP Network to be realized. 

4.6.4.5 TC5 - End-to-End Data Integrity 
A by-product of IPsec is that it provides a strong proof of data integrity between the 
tunnel end-points. 
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4.6.4.6 TC6 – Scaleable 
The main scaling issue is the number of IPsec tunnel end-points that the ATSU 
Communications Gateway will have to support. This is largely a sizing issue. For 
example, the CISCO VPN30607 is claimed to support 5,000 VPN users and 1,000 site to 
site tunnels. Such a capacity should be sufficient for most ATSUs. 

4.6.4.7 TC7 – Throughput 
IPsec tunnels do add an overhead to each packet and hence do reduce throughput. The 
actual impact depends upon the mean packet size and can be more significant when the 
packet is encrypted rather than protected for integrity and authentication only. 

However, all scenarios must incur this overhead as the security requirements demand 
IPsec end-to-end – assuming that the security requirements are implemented by using 
COTS products. 

4.6.4.8 TC8 – Secure 
IPsec is believed to offer a high degree of security. Tunnel movement does not 
negatively impact the IPsec security mechanisms. 

4.6.4.9 IC1 - Addition of Service Providers (SP) 
IPsec and tunnel movement do not impose a limitation on the number of Multiple 
Air/Ground Service Providers. 

4.6.4.10 IC2 - Independence of SP or Administration 
IPsec and tunnel movement are independent of any Service Provider or Administration. 

4.6.4.11 IC3 - Open Industry Standard 
IPsec standards are published as RFCs and are open industry standards. However, 
while most encryption and authentication algorithms available for use with IPsec are in 
the public domain, there are some for which commercial licensing conditions are 
attached, and a careful choice must be made before a final specification can be 
published by ICAO. 

4.6.4.12 IC4 - Mature and Commercially Available 
IPsec (version 1) is mature and commercially available. IPsec (version 2) products are 
starting to become available and should mature within the next two years. 

4.6.4.13 IC5 - Permit Closed Network 
This is essentially a VPN style solution and enforces a closed network approach. 

4.6.4.14 IC6 - Authentication to Join Network 
Authentication is required by the Security Requirements and provided through use of 
IPsec. 

                                                   
7 http://www.cisco.com/warp/public/765/tools/quickreference/vpn_performance_eng.pdf 

http://www.cisco.com/warp/public/765/tools/quickreference/vpn_performance_eng.pdf
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4.6.5 Conclusion 
This scenario exploits the fact that IPsec tunnels need to be used end-to-end in order to 
protect against the various threats that have been identified. As IPsec tunnel end-point 
addresses are independent of tunnel selection criteria, it is possible to move a tunnel 
without affecting applications other than those on the communications gateway itself. 
This gives the basis of a mobility solution. 

The operational scenario also means that the aircraft behaves like a true “road warrior”. 
That is until it makes contact, communication does not take place. There is no 
requirement for an aircraft to be available for communication initiated by “anyone”. The 
aircraft is aware of whom it should be in contact with and will initiate communication at 
the appropriate time. 

Because of this, it is possible to avoid the overhead of Mobile IP (for example) as there is 
no requirement for the aircraft to advertise a globally unique IP Address on which it can 
be available for communication with “anyone”. The avoidance of such a requirement is 
an important simplifying assumption. 
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5. SUMMARY AND CONCLUSION 

5.1 Summary comparison of the four mobility scenarios 

5.1.1 Performance against this study’s assessment criteria 
The table on the following page shows the results of the review of all four scenarios 
against the assessment criteria, where there was a difference between the scenarios. 
For the criteria 

1. Meets application requirements 

2. Portability requirements 

7. Integration into the Ground Environment 

9. Provides Flexibility / is Future Proofed 

the results of the review are the same for all scenarios, and therefore these criteria are 
excluded from the table. 

The right hand column presents a summary assessment for each criterion. 

It should be noted that IPsec tunnels are required to protect end-to-end communications 
in all mobility scenarios. Hence any complexity for implementing IPsec is common to all 
scenarios and is thus not taken into account in the scoring. 
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Criteria Routing Mobile IPv6 Link Layer IPSec Tunnels 

 Score  Score  Score  Score  

Scenario(s) 
with highest 
score 

2. Meets Safety 
Requirements 

5 Air/Ground Routers are 
unlikely to be COTS 
and have to be 
certified/Approved. 

6 Requires Route 
Optimization 
procedures to avoid 
risk of single point of 
failure. Home Agent 
may also need to be 
certified/approved. 

8 Further investigation 
needed. Prevention of 
Loss of Communications 
is dependent on a high 
availability SGSN and 
GGSN operated by the 
Service Provider. 
Commercially these are 
designed for 99.999% 
availability levels, and 
the solution is contingent 
on a Safety Authority 
accepting this level of 
availability and the 
existing proofs that this 
availability level has 
been met. 

8 Tunnel Management 
will need to be 
certified/approved if 
prevention of loss of 
communications is a 
safety requirement. 

Link Layer 

IPsec 
Tunnels 

3. Maximizes COTS 
Potential 

5 Air/Ground Routers are 
unlikely to be COTS. 

7 High availability Home 
Agent may not be a 
COTS solution. 
Depends on availability 
of COTS products for 
Mobile and 
Correspondent Nodes 
(not yet available). 

8 The architecture, SGSN 
and GGSN are all 
COTS. However, the 
solution has to be 
integrated into the 
Air/Ground Network, 
which may require 
additional development. 

8 IPsec is industry 
mainstream. However, 
IKEv2 needs to 
become COTS before 
this scenario can be 
truly COTS. 

Link Layer 

IPsec 
Tunnels 

4. Provides an 
Economic Benefit 

5 Neutral compared with 
current ATN. 

5 Neutral compared with 
current ATN. 

6 There could be a 
significant economic 
benefit if this 
functionality is already 
part of the 
communication network, 
or can be readily 
integrated into an 
Air/Ground Network. 
Further study is needed. 

6 Main benefit is that 
scenario has no 
dependencies on 
special functionality in 
the IP Network 
between aircraft and 
ground. 

Link Layer  

IPsec 
Tunnels 
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Criteria Routing Mobile IPv6 Link Layer IPSec Tunnels 

 Score  Score  Score  Score  

Scenario(s) 
with highest 
score 

5. Provides a 
Performance Benefit 

5 Neutral compared with 
current ATN. 

4 Ground routing may be 
less efficient than 
current ATN.  

5 Relatively low overhead 
on the Air/Ground Data 
Link but ground network 
routing will typically be 
non-optimal. 

8 Number of messages 
exchanged when 
aircraft changes 
Air/Ground Network is 
kept to a minimum, 
especially if MOBIKE is 
implemented. 

IPsec 
Tunnels 

8. Integration into 
the Airborne 
Environment 

5 Neutral compared with 
current ATN.  

5 Mobile Node 
functionality replaces 
use of routing 
protocols. 

8 Aeronautical comms 
needs to be able to 
perform a PDP logon in 
addition to basic COTS 
functionality. 

9 Aircraft implementation 
is COTS except for the 
need for some 
Communications 
Management to react to 
a change in Air/Ground 
connectivity and 
request tunnel 
movement. 

IPsec 
Tunnels 

10. Product 
Availability 

4 Air/ground Router and 
Airborne Router need 
to be developed. 

7 Standards still rapidly 
evolving and while 
some products exist, 
Mobile IP cannot yet 
be said to COTS. 
However, the 
scoring reflects the 
assumption that it 
will be COTS by 
2020. 

8 Except for integration 
into Air/Ground Network, 
this is industry 
mainstream for mobile 
communications. 
However, the 
integration work may 
be a significant cost 
item. 

8 Tunnel creation and 
deletion is COTS, but 
functionality for mobility 
is not available in 
COTS and would have 
to be developed. 

Mobile IPv6 

Link Layer 

IPsec 
Tunnels 
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Criteria Routing Mobile IPv6 Link Layer IPSec Tunnels 

 Score  Score  Score  Score  

Scenario(s) 
with highest 
score 

11. Potential 
Transition Path from 
Current ATN SARPs 
compliant systems 

10 Leverages off existing 
experience. 

6 Needs deployment of 
Home Agents and 
validation of new 
operational scenarios. 

7 Main issue is how 
readily the solution can 
be made available over 
Air/Ground networks. 

8 Dual stack approach 
required. 

Routing 

12. Ease of airborne 
certification 

5 Neutral compared with 
current ATN. 

5 Neutral compared with 
current ATN. 

7 Airborne system 
certification should be 
straightforward as 
mobility is provided by 
the network and does 
not affect the Airborne 
System. 

7 IPsec will need to be 
certified/approved for 
all scenarios.. 

Link Layer 

IPsec 
tunnels 
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In the scoring above, the IPsec tunnel mobility solution gains the highest score or the 
joint highest score for all criteria providing differentiation between the scenarios, except 
in the case of transition from ATN-compliant systems.  

The Link Layer scenario also scores well, and the scores for the other scenarios are high 
enough so as not to rule them out as feasible mobility solutions. 

5.1.2 Performance against the ICAO assessment criteria 
Routing and Mobile IP 

The routing scenario and the mobile IP scenario were both assessed as part of the ICAO 
study and found to represent feasible solutions for mobility. 

Link Layer 

In this document, the Link Layer scenario has been assessed against the ICAO criteria, 
as this mobility solution had not been considered as part of the ICAO work. The Link 
Layer satisfied the requirements for most of the ICAO criteria. Regarding the two 
remaining criteria: 

• One ICAO requirement is IC2 – independence of the service provider or 
administration. The link layer approach relies on the service providers implementing 
a compatible system and co-ordinating the transfer of mobiles from one service 
provider to another. A Mobile always relies on its “home” service provider to be 
operational and cannot communicate unless that service provider is functioning. The 
“home” service provider is effectively a single point of failure. While the service 
providers might be able to cooperate with each other in an implementation of this 
scenario, this particular ICAO requirement is not met. 

• Another ICAO requirement is TC2 – support for multiple independent air/ground sub-
networks. The Link Layer approach is based on a single network login at any one 
time. Multiple independent Air/Ground Sub-networks can only be supported if it is 
accepted that the aircraft has different IP Addresses on each such network. The 
mobility breaks down when multiple independent Air/Ground Sub-Networks are 
introduced. Therefore this ICAO requirement is not met. 

The Link Layer solution is thus found not to meet two ICAO criteria. The importance of 
this lack of compliance will need to be addressed if this solution is to be studied further. 

IPsec tunnels 

The IPsec tunnel solution was found to meet all the ICAO criteria. 

5.2 Conclusion 
This document finds that there are four IP based solutions that are all to some extent 
feasible. While none of them are ideal, the study finds that each one has the potential to 
be implemented, although with different limitations in each case. 

The report finds that IPsec end-to-end tunnels are necessary for all scenarios to meet the 
security requirements in the FCI. However, assuming that IPsec end-to-end tunnels are 
present, it is then found that IPsec tunnel movement is sufficient to meet the mobility 
management requirements. Thus the tunnel scenario permits the security and mobility 
requirements to be met on its own. It also comes out well when assessed against this 
study’s agreed set of assessment criteria and against the ICAO assessment criteria. It is 
therefore interesting to study this scenario further, and to base the final deliverables of 
this study on this concept. 
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The use of IPsec tunnels is not incompatible with the deployment of either Mobile IP or 
the 3GPP standards. These may still be deployed if vendors offer them or additional 
requirements emerge. 

It was a Eurocontrol requirement in performing this study that particular attention should 
be paid to the ability of the chosen solution to make use of COTS products and protocols. 
This study finds that all four scenarios have some non-COTS aspect to them, and all will 
be aviation-specific to some extent. The non-COTS aspect that applies to all is the 
implementation of rule-based software to control the selected mobility management (e.g. 
with Link Layer mobility to command the creation of a PDP context following connection 
to a 3GPP supporting network), and the Context Management functionality. The latter is 
needed to bind Flight ID to a physical aircraft – although even this function is not unique 
to aviation. 

IPsec tunnels are the basis of most VPN solutions and the MOBIKE optimization has 
been specifically developed to support "Road Warriors" to efficiently use the corporate 
VPN. The software required for IPsec tunnels and tunnel movement will be very similar to 
that required for any laptop accessing the corporate VPN, although the software required 
for mobility will have to be developed. 

In conclusion therefore, the “Tunnel Movement” Mobility scenario is the one that best 
meets the requirements for ATS and AOC Air/Ground Communications. The approach is 
likely to be efficient, meets all the ICAO required characteristics, is not dependent on the 
underlying infrastructure and should be able to take advantage of possible future industry 
mainstream products. 

As has been noted, IPsec version 2 is the only appropriate candidate version of IPsec for 
aeronautical communications. This is only now appearing as a product and needs to be 
investigated to ensure that the interoperability and configurability issues associated with 
IPsec version 1 have been resolved. 

This is an opportune time to perform such an investigation as, by the time it has been 
completed, IPsec version 2 should be well on the way to becoming industry mainstream. 

IP is seen as an alternative for ATC applications in the timeframe 2020+. However IP 
could very well be an alternative for AOC much earlier, depending on the interest from 
industry. 
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Annex A Acronyms 
 

3GPP 3rd Generation Partnership Project 

ACARS Aircraft Communications Addressing and Reporting System 

ACAS Airborne Collision Avoidance System 

ACD Airborne Conflict Detection 

ACP/WGN Aeronautical Communications Panel, Working Group N 

ACR Airborne Conflict Resolution 

ADN Aircraft Data Network 

ADS  

AEEC Airlines Electronic Engineering Committee 

AES Advanced Encryption Standard 

AGUA Aggregatable Global Unicast Address 

AH Authentication Header 

AI Air Interface 

AISD Airline Information Services Domain 

AMACS ATN Keyed Message Authentication Code Scheme 

AMAN Arrival Management 

AMRS Aeronautical Mobile Route Services 

AMSS Aeronautical Mobile Satellite Services 

ANSP Air Navigation Service Provider 

AOC Airline Operational Communications 

APN Access Point Name 

ARINC Aeronautical Radio Incorporated 

ARP Address Resolution Protocol 

AS Autonomous System 

ASAS Airborne Separation Assistance System 

ATC Air Traffic Control 

ATM Air Traffic Management 

ATM Asynchronous Transfer Mode 

ATN Aeronautical Telecommunication Network 

BG Border Gateway 

BGAN Broadband Global Area Network 
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BGMP Border Gateway Multicast Protocol 

BGP Border Gateway Protocol 

CAMAL CAMbrdige Algebra system 

C-ATSU Controlling ATSU 

CDA Current Data Authority 

CDM Collaborative Decision Making 

CDMA Carrier Sense Multiple Access 

CDTI Cockpit Display of Traffic Information 

CLNP Connectionless Network Protocol 

CLNS Connectionless Network Service 

CM Context Management 

CNS Communication Navigation Surveillance 

CoA Care-of Address 

COTRAC Common Trajectory Co-ordination 

COTS Commercial Off The Shelf 

CPDLC Controller-Pilot Data Link Communications 

CSMA Carrier Sense Multiple Access 

CSP Communication Service Provider 

DAD Duplicate Address Detection 

DHCP Dynamic Host Configuration Protocol 

DHCPv6 Dynamic Host Configuration Protocol for IPv6 

DLE Data Link Entity 

DMAN Departure Management 

DNS Domain Name Service 

DoS Denial-of-Service 

DTE Data Terminal Equipment 

EGP Exterior Gateway Protocol 

ESP Encapsulating Security Payload 

FANS Future Air Navigation System 

FDMA Frequency Division Multiple Access 

FDP Flight Data Processor 

FIS Flight Information Service 

FMIPv6 Fast Handovers for Mobile IPv6 

FTP File Transfer Protocol 
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GFSK Gaussian Frequency Shift Keying 

GGSN Gateway GPRS Support Node 

GMSC Gateway Mobile Switching Centre 

GPRS General Packet Radio Service 

G/W Gateway 

HA Home Agent 

HDLC High-Level Data Link Control 

HLR Home Location Register 

HMIPv6 Hierarchical Mobile IPv6 

HTTP Hyper Text Transfer Protocol 

IANA Internet Assigned Numbers Authority 

ICANN Internet Corporation for Assigned Names and Numbers 

ICAO International Civil Aviation Organization 

ICMP Internet Control Message Protocol 

ICV Integrity Check Value 

ID Identification  

IDRP Internet Domain Routing Protocol 

IEEE Institute of Electrical and Electronics Engineers 

IETF Internet Engineering Task Force 

IGMP Internet Group Management Protocol 

IGP Interior Gateway Protocol 

IKE Internet Key Exchange 

IP Internet Protocol 

IPCP IP Control Protocol 

IPS Internet Protocol Suite 

IPsec IP Security 

IPv4 IP version 4 

IPv6 IP version 6 

IPv6CP IPv6 Control Protocol 

ISDN Integrated Services Digital Network 

ISIS Intermediate System to Intermediate System protocol 

ISO International Standards Organization 

ISP Internet Service Provider 

ISP Inbound Service Packet 
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ITSI Individual TETRA Subscriber Identity 

Kbm Binding management key 

Kcn node key 

LAN Local Area Network 

LME Link Management Entity 

MAC Message Authentication Code 

MAP Mobility Anchor Point 

MIB Management Information Base 

MIND Mobile IP based Network Developments 

MIP Mobile IP 

MIP4 Mobile IP version 4 

MIP6 Mobile IP version 6 

MLD Multicast Listener Discovery 

MLS Microwave Landing System 

MN Mobile Node 

MS Mobile Station 

MT Mobile Terminal 

NAPT Network Address Port Translation 

NAT Network Address Translation 

NCP Network Control Protocol 

NDA Next Data Authority 

NEMO NEtwork MObility 

NIC Network Interface Card 

NLSP Network Layer Security Protocol 

NSAP Network Service Access Point 

NSAPI Network Service Access Point Identifier 

OSPF Open Shortest Path First 

PAP Password Authentication Protocol 

PAT Port Address Translation 

PCF Packet Control Function 

PDCP Packet Data Convergence Protocol 

PDN Packet Data Network 

PDP Packet Data Protocol 

PFIS Passenger Flight Information System 
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PHB Per Hop Behaviours 

PICS Protocol Implementation Conformance Statements 

PIESD Passenger Information and Entertainment Services Domain 

PKI Public Key Infrastructure 

PM-CPDLC Protected Mode Controller-Pilot Data Link Communications 

PPP Point-to-Point Protocol 

QoS Quality of Service 

RARP Reverse Address Resolution Protocol 

R-ATSU Receiving ATSU 

RCF Rockwell Collins France 

RFC Request For Comments (IANA) 

RIP Routing Information Protocol 

RPF Reverse Path Forwarding 

RSVP Resource ReserVation Protocol 

RTP Real-time Transfer Protocol 

SA Security Association 

SGSN Serving GPRS Support Node 

SICS Services Implementation Conformance Statements 

SIP Session Initiation Protocol 

SLA Service Level Agreement 

SME Small or Medium Enterprise 

SME System Management Entity 

SMGCS Surface Movement Guidance and Control System 

SMS Short Message Service 

SMTP Simple Message Transfer Protocol 

SNDCF Subnetwork Dependent Convergence Function 

SNDCP Subnetwork Dependent Convergence Protocol 

SNMP Simple Network Management Protocol 

SPD Security Policy Database 

SSH Secure SHell 

SSL Secure Sockets Layer 

SSM Source Specific Multicast 

SSR Secondary Surveillance Radar 

TCP Transmission Control Protocol 
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TDMA Time Division Multiple Access 

TE Terminal Equipment 

TEID Tunnel Endpoint Identifier 

TID Tunnel ID 

TLS/SSL Transport Layer Security/Secure Sockets Layer 

TP4 OSI Transport Protocol 4 

UDP User Datagram Protocol 

UMTS Universal Mobile Telecommunications System 

UTRAN UMTS Terrestrial Radio Access Network 

VDL VHF Data Link 

VDL4 VDL Mode 4 

VHF Very High Frequency 

VLR Visitor Location Register 

VME VHF Management Entity 

VoIP Voice over Internet Protocol 

VPLMN Visited Public Land Mobile Network 

VPN Virtual Private Network 
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Annex B Safety Considerations 
This annex is reproduced from the Eurocontrol Technical Requirements specification for this study 
and is referenced from the evaluation criteria. 

EUROCAE ED-120 / RTCA DO-290 identifies the hazards applicable to systems implementing the 
ATC Services described in EUROCAE ED-110A. It then derives the Safety Objectives for such 
systems and the Safety Requirements with which they must comply.  (Both ED-120 and ED-110A are 
baseline documents for the EUROCONTROL LINK 2000+ Programme). 

Implementers of ground and airborne systems must comply with the ED-120 Safety Requirements if 
their products are to be approved and/or certified for operational use. 

The key Safety Objectives for air-ground datalink are: 

a) The likelihood of undetected early delivery of a message used for separation (of aircraft from each 
other) shall be no greater than Remote. 

b) The likelihood of an undetected late or expired message used for separation shall be no greater 
than Remote. 

c) The likelihood of undetected misdirection of a message used for separation shall be no greater 
than Remote. 

d) The likelihood of undetected corruption of a message used for separation shall be no greater than 
Remote. 

e) The likelihood of undetected out of sequence messages used for separation shall be no greater 
than Remote 

Objectives a) and b) are concerned with timing – a message must be neither too early nor too late. 
Un-intended early release of a clearance can result in a hazard, as can a clearance that was delayed 
and then delivered, only to be executed after it was intended. Both imply use of synchronized clocks 
(the degree of synchronization is a another question). 

Objectives c) and d) are concerned with avoidance of corruption and mis-delivery. Mis-delivery itself 
can result from routing errors or corruption of addressing information. They imply the need for a 
suitable integrity assurance mechanism. 

Objective e) is concerned with message sequencing and, specifically, dependent clearances. There 
has been considerable debate over whether this implies that the communications services must 
preserve message sequencing. EUROCONTROL studies concluded that when dependent clearances 
are issued, the safety requirement is that the controller’s intent is preserved as to the order of 
execution of the clearances. The technical solution to this is that dependent clearances must be 
concatenated into the same message and a further related clearance cannot be issued until the 
closure response has been received. The conclusion is then that the safety requirement is on the user 
of the communications service and not on the communications service itself. 

The analysis showed that there is no other workable solution given the current structure of the ICAO 
CPDLC implementation.  

Future applications and operating concepts, including other CPDLC services, might require a 
sequence assurance service. 

• Integrity and Mis-delivery Prevention 

From the Safety point of view, a known weakness of TCP is that it only provides a simple 16-bit data 
integrity check that can detect no more than 1 in 65,535 errors and cannot detect byte swap errors. 

The ATN Internet specification originally incorporated the standard 16-bit Fletcher checksum 
algorithm, specified in the TP4 protocol standard. In order to address early concerns over possible 
undetected mis-delivery and to achieve a higher degree of integrity assurance, an ATN-specific 32-bit 
integrity check was added as an extension to the TP4 protocol, using standard extensibility support 
procedures. 
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However, in the context of the LINK 2000+ Programme, a system-wide analysis of the mis-delivery 
hazard identified shortcomings in the approach. This led to the development of Protected Mode 
CPDLC (PM-CPDLC), which includes with every message a 32-bit integrity check field, whose value 
is computed from the message content, the Flight ID (callsign), the 24-bit ICAO Aircraft Address and 
the Ground Facility Designation of the ATSU. This provides a strong check on both message integrity 
and detection of mis-delivery. In addition to hazards that result from mis-operation of the 
communications services, it also detects errors in the operation of CM and ground distribution of CM 
related information. 

PM-CPDLC is intended to be the basis of all future CPDLC deployments. PM-CPDLC removes from 
the ATN Internet the only LINK 2000+ Safety Requirement that applied to the Internet.  

COTS TCP alone is not suitable for meeting the data integrity requirement; use of PM-CPDLC is an 
essential dependency for any consideration of TCP/IP. 

• Availability 

A general loss of CPDLC within an ATC Sector could lead to a sudden increase in controller 
workload, as there may be several CPDLC transactions in progress and each of them would then 
have to be concluded by voice procedures. The hazard level associated with loss of datalink 
communications has an impact on all components of the communication system. 

At present, CPDLC loses all context information when the CPDLC connection is lost; the only option is 
voice recovery for any open transactions. CPDLC is vulnerable to even short-term loss of service. 
Recovery at the application user level following a short-term loss of connection is therefore required. 
The alternative would be to force unrealistic availability targets on to the communication infrastructure. 

The conclusion is that an application level integrity validation mechanism such as that used by PM-
CPDLC is a key enabler for the use of TCP/IP for connection-mode datalink services such as CPDLC, 
because it removes the need to modify TCP/IP in order to meet the Safety Requirements for data 
integrity and prevention of mis-delivery. 

 


